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Abstract 

This deliverable provides an overview of the experimental results produced in WP4. The aim of WP4 is to achieve 

an understanding of how and when socially biased responses to human intelligent tasks (HITs) are observed. This 

deliverable presents in a structured way the correlations discovered in WP4 between the HIT characteristics, 

workers’ characteristics, multimedia artefact and the expression of social stereotypes in the data collected.  
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Crowdsourcing Platform, Monetary Reward, Human Intelligence Task (HIT), Requester, 

Worker, Crowdsourced data, Bias, Demographics, Chicago Face Dataset (CFD).  
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1. About this Deliverable 
 

The goal of this deliverable is to present in a structured way the social biases observed in our 

datasets created through crowdsourced human intelligence tasks (HITs) exploring the effect that 

the HIT characteristics, workers’ characteristics, and multimedia artefact have on the collected data. 

The parameters explored in this deliverable have been identified in WP3 and are discussed in 

deliverable D3.2. This deliverable documents our peer reviewed results.  

 

In brief, results are presented in the following structure: (1) a table that provides a quick overview 

of the crowdsourcing parameters explored, (2) the first Subsection of each Section provides a 

summary of the results and discusses in brief the main outcomes and the knowledge gained, (3) for 

completeness the main results of each Section are presented in full the way they were presented in 

peer reviewed journals and conferences.   

 

2. Micro-task Crowdsourcing Overview 
 

In order to make this a self-contained deliverable, we provide once more the definition of 

crowdsourcing and the crowdsourcing process through Figure.2.1.   

 

We define crowdsourcing as an online participative activity in which a requesting entity (requester) 

proposes to a group of individuals (crowdworkers or workers) of varying knowledge and demographic 

background, via a dedicated platform, which connects requester with workers, the undertaking of a task. 

The worker agreeing and completing the task will receive a monetary reward and the requester will receive 

a response to the task. We refer to the set of processed task responses as data.      

 

DESCANT, and hence also this deliverable, considers that data creation/collection through 

crowdsourcing happens in order to create and/or enhance already existing data to be used by an 

intelligent system. Figure 2.1. presents an overview of the crowdsourcing process and its main 

actors when the purpose of crowdsourcing is the collection of data for an AI system. We will use 

Figure 2.1. when describing our framework as a conceptual guideline that will help us identify and 

present in a structured way the sources of bias.        

Figure 2.1, presents a high-level perspective of an intelligent system in need of data collected 

through crowdsourcing, we can identify the different sources of bias. The intelligent system in need 

of data through a process, either operated manually by one or multiple humans or in an automated 

way, will formulate a task that will best serve the purpose of collecting data through crowdsourcing. 

Then, a requester (which can be operated by the same entity) will formally compose a 

crowdsourcing task fitting the specifications of the crowdsourcing platform and the needs of the 

data to be collected (i.e., only female workers above 18 years of age replying to the task).  
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Figure 2.1. Crowdsourcing process and main actors when creating data for an AI system. 

 

 

The requester will place the task in the platform, declaring the monetary rewards provided to each 

worker replying to the task. Interested and eligible workers will respond to the crowdsourcing task 

and the platform will forward back to the requester the collected replies. It is the responsibility of 

each requester and the intelligent system that is supporting to pre-process the crowdsourced data to 

fit the specific goal of the system.  

Notice, that in a crowdsourcing platform multiple tasks from multiple requesters co-exist at the 

same time.  How many replies must a specific task receive and from how many different workers 

is an option set by the requester. Additionally, notice that in the crowdsourcing platform multiple 

requesters, tasks and crowdworkers co-exist and are possibly in competition with each other.      

In our experimentation, we take the role of the requester, recruiting workers according to 

different characteristics described below. Recruitment takes place on three different platforms: 

Amazon Mechanical Turk (MTurk), Appen (formerly Crowdflower) and Clickworkers.  
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3. Gender/Attractiveness/Race bias 

3.1 Summary of Experimental Results  
 

Main Experimental Parameters  

Bias Explored: Crowdworkers’ bias and stereotypical beliefs due to their individual 

characteristics (a.k.a,, race, gender) 

Media artefact: People-related images, Chicago Face Dataset (CFD) 

Crowdsourcing platform:  Clickworkers 

HIT main characteristic: Closed form questions 

Worker main characteristic: US residents 

Bias identification method: Quantify the effect that data from crowdworkers with different 

characteristics have on the performance of machine learning (ML) 

models. 

 

In this set of experiments, we asked the following questions:  

(A) Can we associate crowdworkers’ characteristics with certain biases introduced during the 

annotation process of a crowdsourcing task? 

(B) Can data bias introduced during the crowdsourcing process affect the performance of the ML 

models trained on this data?  

We compare the performance of ML models trained by crowdworkers/annotators with varying 

characteristics (a.k.a., gender and race). As will be described in more detail in Section 3.3, every 

annotator was shown a standardized passport-style image and was asked to annotate the gender, 

race, attractiveness and trustworthiness of the depicted person from a list of predefined options. 

Once all the results were collected, we curated them and used them for training different ML 

models. The machine learning algorithm’s goal was to identify different attributes (gender, race, 

attractiveness, trustworthiness) on the same style images shown to the crowdworkers. 

This study provides quantitative results indicating the extent of the problem in several classification 

tasks, against the groups of annotators used, providing in that way useful insights for researchers 

involved in similar classification tasks. In particular, the experimental results demonstrate that the 

perception of characteristics such as attractiveness and trustworthiness vary as a function of 

annotator demographics (gender and race). In fact, sometimes machine learning models trained to 

classify those attributes have higher levels of agreement with models based on random data instead 

of another category of annotators. Even the binary gender classification task shows different results 

when models are trained on data from annotators from different racial backgrounds.  

 

In the subsections below we include some additional information1 supporting our main results as 

we described them above.  

3.2 Experimental Set-up & Processing of the Crowdsourcing Results 
 

Our crowdsourcing task was based on images from the Chicago Face Database (CFD). The main 

CFD image set consists of 597 face images of unique individuals. The dataset includes both images 

of men and women belonging to four racial groups (Asian, Black, Latino, White). The dataset is 

accompanied by a set of labels for each image, which we will consider as the “ground truth” for the 

purposes of this study.   

 

 
1 Part of the information included in Subsections 3.3 & 3.4  is quoted from our published work appearing in proceedings of  the 18th 

IFIP AIAI 2022 conference.  
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We collected data from crowdworkers on the Clickworker platform. Crowdworkers were shown an 

image form the CFD and asked them among other questions to identify the gender (Male, Female, 

Other), the race (Asian, Black, Latino, White), the level of attractiveness (scale 1 to 7), and the 

level of trustworthiness (scale 1 to 7) of the depicted person. Regarding the attractiveness 

parameter, a subject receiving 7 was considered “extremely attractive” and 1 was considered “not 

at all attractive.” Similarly, for the trustworthiness parameter, 7 indicated that the subject was 

“extremely trustworthy” and 1 indicated that the person was “not at all trustworthy”. Participants 

were also asked a set of demographic questions about themselves (i.e., their own gender and race). 

 

For each image in the CFD, we asked four crowdworkers to reply to our questionnaire regarding 

the depicted subject, as mentioned above. After collecting all data received from participants, we 

excluded the answers of participants that did not pass our control questions for identifying 

spammers and workers that did not understand the questions asked. Out of the 2.388 annotations 

received, we were left with 2.370 at the end of this process and each image was annotated by a 

maximum of four crowdworkers. Participants were allowed to annotate more than one image, and 

in total, 388 crowdworkers participated in the experiment. Among the annotators 52% identified 

themselves as male, 47% as female and 1% as other. Regarding their race, 69% identified 

themselves as White, 12% as Black, 9% as Asian, 6% as Latino and the remaining 4% as none of 

the above.   

 

As can be noted, some of the images were not annotated by crowdworkers of all different genders 

and races. Preparing our data for the ML algorithms, the label of an image under any race or gender 

was chosen by the majority of the corresponding category. In the case of race, only the labels Asian, 

Black, Latino, and White were considered. Furthermore, the ratings of trustworthiness and 

attractiveness provided were mainly in the range of 3 to 5, rather than receiving values covering 

the full range on the 1 to 7 scale. For this reason, responses for the ratings of the two quantities 

were re-scaled to cover the whole range of 1 to 7. Given the uncertainty in providing an exact value 

for trustworthiness and attractiveness, the corresponding ratings were divided into the three 

categories of low, medium and high. Within this context, data within the range of 1 to 3 was 

assigned to the low value, ratings of 4 were given the medium value, and ratings in the range of 5 

to 7 were given a high value. As a result, the trustworthiness and attractiveness estimation problems 

were posed as three-class classification problems. 

 

3.3 Comparing the Performance of Annotator-Specific Classification Models 
 

The aim of this experiment is to compare the performance of ML models trained using the collected 

data, as to quantify the extent of possible social bias introduced by different groups of annotators. 

In other words, it will demonstrate the systematic variations in the responses of workers from 

different demographic backgrounds. 

3.3.1 Model Training  

During the process of model training, nine different Deep Learning Models models were trained 

for each of the four tasks of gender, race, attractiveness and trustworthiness classification. For each 

model trained, the training data used is the one provided by the six groups of annotators (Male, 

Female, Asian, Black, Latino, White). Furthermore, for each classification task, a model was 

trained based on the ground truth provided with the Chicago Face Database, and an additional 

model was trained based on randomly annotated data. To compensate for the fact that the vast 

majority of the annotated samples were attributed to White annotators, a randomly selected subset 

of samples annotated by White annotators was selected, where the number of observations in that 

case was on par with the numbers of observations from Asian, Black and Latino annotators. The 

model trained using the subset of white annotators was called “Reduced White” (RWh).  
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Model training was done using the lobe.ai tool2. By using open-source Machine Learning 

Architectures, the lobe.ai tool is able to automate Deep Learning classification tasks without the 

need to perform a rigorous manual model optimisation process, ensuring that all models under 

comparison are trained using exactly the same training and model optimisation procedures. 

Furthermore, the lobe.ai tool is able to achieve excellent performance at low computational costs. 

However, although lobe.ai allows the export of trained models for use in conjunction with the most 

popular deep learning libraries, it does not provide explicit details of the model architecture and/or 

the training algorithms used for training the models. After loading the data with the appropriate 

labels, the lobe.ai tool needs approximately 10-15 minutes in training and optimizing the models 

when the model training procedure was run on an AMD Ryzen 3600 6-Core Processor with 16 GB 

RAM. 

 

3.3.2 Results and Discussion 

Details of all models trained in terms of the number of samples and the performance achieved on 

the train and test data is shown in Table 3.4.2. 
 
Table 3.4.2. Train and test accuracy for each classification task / model divided by the respective annotation 
categories. 

 
 

As expected, models built using the ground truth data outperform the rest of the models. On the 

other hand, in most cases models built on random data have the worst performance. Apart from the 

race classification task, models trained using data annotated by male and female annotators have 

similar performance indicating that, for the tasks considered, the annotation process by male and 

female annotators lead to models with similar performance. However, models trained using data 

annotated by annotators belonging to different racial groups display increased diversity in 

performance.  
 

With the introduction of deep learning and convolutional networks, tasks such as gender 

classification are now considered trivial for ML problems, with expected accuracy of around 95%. 

However, models trained using data annotated by annotators from different racial backgrounds 

resulted in worse performance compared to the models built using data from annotators of different 

genders. Among the classification problems considered, the task of trustworthiness estimation 

received the lowest classification rates, which implies that trust cannot be easily determined based 

only on facial appearance. For the attractiveness task, the models trained based on the Asian and 

Latino annotators achieved the worst performance, on par with the performance achieved by the 

models based on random annotations. This observation could possibly be linked to different 

attitudes related to attractiveness cultivated in different cultures.  

 
2 Lobe.ai webpage. https://www.lobe.ai/, accessed: 22-02-2022 
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Comparing the results of the models built from the entire dataset of the White annotators (“White” 

model) against the models built with a randomly selected subset of images annotated by White 

annotators (“Reduced White” model), it is observed that although the models trained using reduced 

samples achieved lower performance, no major differences in relation to the comparison against 

models trained using Asian, Latino and Black narrators is observed. Therefore, we can conclude 

that the results related to the performance of the model trained using White annotators, are not 

attributed to the higher number of samples used during the training process.  

 

The correlation matrices shown in figure 2 demonstrate the percentage agreement between the 

classification performance achieved by different models, for each task considered in the evaluation. 

For the tasks of gender and race classification (figure 2.(a) and figure 2.(b)) most of the models 

achieve high percentage agreement between each other, with an average of around 90% and 75% 

respectively. Excluding the models based on Black annotators and random models, the rest of the 

models have a similar agreement. Even though models based on Black annotators have a high 

percentage of test accuracy, it is clear that they disagree the most with the rest of the models with 

an average of 80% for gender and 50% for race. The contradiction between the agreement of models 

is attributed to label bias introduced during the annotation process. Based on data from Figure 3.4.2, 

it is evident that Black annotators classify race and gender in a different way and this impacts the 

result of the respective models. 

 

All models built for the trustworthiness estimation task, have very low agreement with each other. 

Furthermore, classification results for the task of trustworthiness estimation display high diversity 

among different groups of annotators, indicating the perception of those attributes varies from 

gender to gender and race to race. The results clearly demonstrate that trustworthiness estimation 

is subjected to bias due to the annotation process, hence a proper annotation procedure that involves 

annotators from different groups need to be employed to produce training data suitable for this 

challenging task. Except for the task of trustworthiness estimation, the models trained based on all 

white annotators and the models trained using the reduced subset of white annotators have a high 

level of agreement. This indicates that when compared with the annotation bias introduced by 

annotators from different backgrounds, the bias introduced by different sizes of training samples is 

less important for the tasks of gender, race and attractiveness classification. 
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Figure 3.4.2. Correlation Matrices between the models of each category. Light colour indicates high 

percentage agreement while darker colours low percentage agreement. 
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4.Time/Event-sensitive bias  
 

4.1 Summary of Experimental Results  
 

Main Experimental Parameters  

Bias Explored: Temporal effects of significant global and local events, a.k.a., 

COVID-19 & 2020 social unrest in US due to racial discrimination 

Media artefact: People related images, Chicago Face Dataset (CFD) 

Crowdsourcing platform:  Appen 

HIT main characteristic: Collection of tags 

Worker main characteristic: US residence  

Bias identification method: Replication study, comparison with historic dataset 

Motivated by the unprecedented events of 2020, including the unrest surrounding racial 

discrimination, and the COVID-19 pandemic, we explore the impact of these events in responses 

to an open-ended annotation task on people images. We compare the results collected in the 

DESCANT project in 2020 with historic answers collected in 2018. Through the analysis of the 

collected tags the themes of Identity and Health appear to be prevalent and we find evidence 

supporting the potential of temporal sensitivity in these crowdsourced data. We have  noticed that 

the 2020 data exhibit more race-marking of images depicting non-Whites and an increase in tags 

that describe Weight.  

 

In the subsections below we include some additional information3 supporting our main results as 

we described them above.  

 

 

4.2 General Objective / Motivation 
 

DESCANT recognizes that it is becoming increasingly important to better understand the nature of 

human biases that can manifest in data crowdsourced from popular platforms and services, and the 

extent to which particular characteristics of the platform and/or task may exacerbate them. 

Crowdsourced data might include reporting biases, since crowdworkers usually describe what is 

“worth saying" in addition to images’ content. In this section of  experimental results, we explore 

how the unprecedented events of 2020, including the unrest surrounding racial discrimination, 

and the COVID-19 pandemic, might be reflected in responses to an open-ended annotation task 

on people images, originally executed in 2018 (historic data) and replicated in 2020 (data 

collected during the project). Thus, we study the temporal effects that significant global and local 

events might have had on an open-ended task involving the description of people related images. 

Before presenting our experimental results, we take the opportunity first to motivate the choice of 

our crowdsourcing task. Following that, we explain why we expect to observe temporal sensitivity, 

as a result of the influence of 2020’s significant events on crowdworkers’ responses. 

Human-labeled training datasets for computer vision algorithms often suffer from social bias, 

which is most evident in the annotations on people-related images. This bias is, of course, carried 

down the development pipeline and is typically reflected in the final output of the algorithms trained 

 
3 Part of the information included in Subsections 4.2 - 4.6  is quoted from our published work appearing in proceedings of  the 2021 

CHI Conference on Human Factors in Computing Systems. 
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on the data. There is a growing body of research documenting the consequences of this in the social 

world (e.g., the algorithmic misgendering of images of women and people of color (Kyriakou, et 

al. 2019) and of non-binary people (Scheuerman, Paul and Brubaker 2019). Thus, bias in computer 

vision training datasets can have great implications. While others have noted the issue of 

imbalanced representation in training data (e.g., (Buolamwini and Gebru 2018), (Jieyu, et al. 

2017)), we focus on the manner in which images in training data are annotated by crowdworkers. 

In particular, from the works discussed in the Introduction, it appears that popular, open-ended 

crowdsourcing task designs give a higher degree of freedom to the annotators to express what they 

find "worth saying" in a image and thus, potentially introduce their own biases into the dataset. 

This may be especially true when the requester of the task is a non-expert, and simply uses a 

platform’s template uncritically. Thus, an open-ended image annotation task is a good candidate 

for our study on temporal sensitivity, as it leaves room for workers’ interpretations on the image. 

At the same time, it represents a common task in building high-impact computer vision datasets.  

Having motivated our crowdsourcing task, we now discuss the importance of studying temporal 

sensitivity, in light of the current world climate. The unprecedented events of 2020 have created a 

temporary social imbalance that has influenced people around the globe. Thus, we take advantage 

of this “organic” and universal change in the crowdworkers’ environment and study the temporal 

variation manifested in the collected data. We hypothesize that among other factors, the difficulties 

experienced worldwide, given the COVID-19 pandemic, coupled with the continuing social unrest 

surrounding racial discrimination in the U.S., have influenced the datasets generated through 

crowdsourcing. In particular, given the significant impact of these events and their extensive media 

coverage, we expect that concepts central to these events (i.e., issues of health and identity) are “at 

the forefront of thought" (Novick 2003). This hypothesis is in parallel to findings from cognitive 

psychology, which demonstrated that the public’s perceptions of airplanes changed after the 

September 11th terrorist attacks. While a causal effect could not be definitively claimed based on 

the experimental results reported by Novick (Novick 2003), she postulated that the change in 

people’s perceptions of airplanes – as being more “typical" examples of the semantic category 

“vehicle" after 9/11 as compared to before – was likely due to the frequent exposure to media 

coverage of the attacks. Similarly, the current work studies how time influences crowdsourced data, 

by showing a connection between the present events and the data collected from a crowdsourcing 

task in 2020, as compared to the data collected from the same task in 2018.  

Public health researchers have described how these unprecedented experiences have affected our 

well-being. Individuals may be suffering from confusion, isolation, and feelings of insecurity, while 

communities are facing secondary crises brought about by the lack of resources for medical 

response, schooling and childcare, among other challenges (Pfefferbaum and North 2020). Large-

scale problems are being reported, such as alcohol and drug abuse (Clay and Parker 2020) as well 

as increased levels of anxiety and sleep disturbances in the general population (Sher 2020), together 

with some early signs of eating disorders and the danger of weight gains over short periods of time 

(Bhutani and Cooper 2020). For some individuals with existing eating disorders, the pandemic has 

been a trigger for increased anxiety and worsening symptoms. In the midst of all this, the “stay at 

home” movement and/or enforced lockdowns, in combination with the economic crisis, have 

created a fruitful environment for crowdwork supply to bloom and demand to increase4, with on-

premise laboratory studies being suspended in many areas (Sauter, Draschkow and Mack 2020). A 

plethora of new datasets produced through crowdsourcing are being created, but can crowdwork 

during a pandemic yield reliable data?  

Thus, we seize the opportunity to observe crowdworkers during what clearly cannot be considered 

“normal times,” providing evidence that societal events can introduce temporal variations in 

resulting data. We leverage an existing image annotation dataset (Barlas, et al. 2019), created in 

December 2018 through a generic task presenting workers with standardized, passport-style images 

of people from the Chicago Face Database (Ma, Correll and Wittenbrink 2015).We replicate the 

 
4 https://cedefop.europa.eu/en/news-and-press/news/has-coronavirus-crisis-made-usall-crowdworkers 

 

https://cedefop.europa.eu/en/news-and-press/news/has-coronavirus-crisis-made-usall-crowdworkers
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image annotation task as described in (Barlas, et al. 2019) using the same platform. As will be 

detailed, we find that themes of Identity (words relating to race and nationality) as well as Health 

(e.g., body weight) are used significantly more frequently by workers to describe images in 2020, 

as compared to the 2018 data, supporting our hypothesis that the events of 2020 may have 

contributed to the variations in the resulting data. We discuss the challenges of crowdsourcing 

during a time of heightened stress, as well as the need to cope with temporal effects. 

Research Questions 

We analyse crowdworkers’ descriptions of the people images, considering the use of two themes 

in their chosen word tags: concepts related to Health and racial or national Identity. Given the 

tendency for traumatic events as well as social relations to influence the use of language, we expect 

to observe differences in the use of these themes across time. Finally, we also consider the use of 

inferential (abstract) versus concrete tags to describe people, given their correlation to the social 

relationship  between the perceiver (i.e., worker) and the person being  described, in light of the 

ongoing racial tensions. In particular, we answer the following research questions:   

● RQ1. Do workers in 2020 refer to the identity and health of the depicted persons, more so 

than in 2018?  

● RQ2. Do workers use abstract/inferential versus concrete tags with similar frequencies over 

time? 

 

4.3 Method 
 

Data Collection and Pre-processing  

We replicated an image annotation task, originally executed by Barlas et al. (Barlas, et al. 2019) on 

the Appen5 platform. Their task was designed to emulate the common open-ended image tagging 

templates at platforms such as MTurk and Appen. The researchers used a highly standardized set 

of people images, the Chicago Face Database (CFD) (Ma, Correll and Wittenbrink 2015) featuring 

individuals from four racial groups, which were selfreported. As shown in Figure 4.1, the 

individuals depicted wear the same grey t-shirt, have a neutral facial expression, and directly face 

the camera. The CFD is composed of 597 images in total: 109 depict Asian, 197 depict Black, 108 

depict Latino/a and 183 depict White persons, balanced by gender within each group. Contrary to 

(Barlas, et al. 2019), which targeted India and U.S.-based workers in separate runs, we are only 

interested in participants based in the U.S. Thus, we ran an identical task with the same images, 

restricted to crowdworkers registered in the U.S., similarly asking for three unique judgements per 

image. Crowdworkers were presented with an image, and asked simply to describe its “content" 

through 10 tags (consisting of one to two words) of their choice. Workers were permitted to describe 

up to 20 images. They were compensated 0.30 USD per image, with the mean time on task being 

120 seconds. We adopted all the same quality control measures described in (Barlas, et al. 2019). 

In 2020, our study was active from May to June, while the study presented in (Barlas, et al. 

2019)was active during December 2018 (i.e., 18 months apart). For the purpose of comparing the 
data produced in the two studies, we used a portion of the 2018 dataset (Barlas, et al. 2019) which 

is freely accessible6. In both the 2018 and 2020 datasets, there are a small number of responses in 

Spanish. Contrary to the 2018 study, we translated the Spanish-language tags – both those found in 

the 2018 dataset as well as those collected in our 2020 study – into English. We used the same 

spell-check process as described in the 2018 study (on both the tags collected in 2020, and all the 

newly-translated Spanish-language tags) in order to fully replicate the process.  

 
5 https://appen.com/ - The 2018 study used the FigureEight platform, later acquired by Appen. 
6 https://dataverse.harvard.edu/dataset.xhtml?persistentId=doi:10.7910/DVN/APZKSS 
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Figure 4.1. Four images from the Chicago Face Database (CFD) (left to right: AM-253, BF-233, LM-220, WF-
036). 

 
Figure 4.2. Event-driven themes: Health-related and Identity, and their respective sub-clusters.Color-coding 
indicates whether 

Thematic tag clusters  

In the 2018 study, all processed tags were grouped into clusters following a specific typology (see 

(Barlas, et al. 2019), Table 4). However, for the needs of this work, we isolated the tags describing 

a person’s Health and Identity appearing in the tags from both years (see Table 4.1 for examples), 

creating new clusters for our analysis. As detailed in Figure 4.2, we consider tags that describe 

aspects of a person’s Health and Identity, as expressed by the crowdworkers, which make up the 

two themes of our current typology of tags. Within the theme related to a person’s Health, we find 

two respective clusters {Health, Weight}. Since Weight may be an indicator of health, we include 

these tags under the Health-related theme10. The Symptoms sub-cluster contains all the tags that 

could be used to describe a physical feature that may indicate a health condition, while the Overall 

Health subcluster contains all the tags that describe whether a person is generally healthy or not. 

Tags referring to a physiological characteristic of a person that might be otherwise related to a 

health condition (e.g., “albino”, “broken-nosed”)were not included. Furthermore, tags referring to 
the color of a specific body part (i.e., “pale_face”) were also excluded for being too ambiguous. 

The Weight cluster consists of three sub-clusters: {Overweight, Underweight, Normal Weight}. 

Tags describing the person’s body structure (e.g., “heavy_build”) were excluded.   
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Table 4.2. Example of tags belonging to the Health-related and Identity themes, and their respective sub-
clusters. 

 

Similarly, the Identity theme includes tags used by the crowdworkers to specify a characteristic of 

a person’s physical appearance that could potentially be used to identify a person as belonging to a 

certain nationality, ethnicity or race. The Identity theme contains three clusters: {External Features, 

Nationality, Race}. The External Features cluster contains the sub-clusters describing a person’s 

skin tone (see Figure 4.2) and physical features that are described with inferences to the person’s 

ethnicity, race, or nationality (e.g., “chinese_eyes,” “latin_skin”). The Nationality cluster consists 

of sub-clusters of the nationalities most often reported along with the Other sub-cluster, which 

refers to nationalities appearing only a few times (e.g., “Peruvian” or “Korean”). Finally, the Race 

cluster includes four races common in the U.S. (which are analogous to the race categories used in 

the CFD) as well as the sub-cluster Multirace, consisting of tags such as “half_black” and 

“asian_black.”  

Note that in Figure 4.2, the sub-clusters have been coded as to whether they represent inferential or 

concrete characterizations of the target person. For example, tags referring to the Overall Health of 

a person (“healthy," “fit") are considered abstract/inferential, as they cannot be ascertained directly 

based on visual evidence alone. In contrast, the sub-cluster Overweight, consisting of tags such as 

“heavy" or “plump," is concrete, as its tags are based on visual evidence.  

 

4.4 Data Analysis  
 

Our analysis focuses on the workers’ use of tags that refer to the topics of Health and Identity. 

Therefore, tags analyzed will either belong exclusively to one of the (sub-)clusters under Health or 

Identity, or will be from the set of “other remaining tags" that are not processed here. Each of the 

597 images received three judgments, each producing 10 tags. However, as part of the pre-

processing, tags that were considered low-quality as described in (Barlas, et al. 2019), were 
excluded. Thus, in our analysis, we consider a total sample size of 17,699 tags in 2018 and 17,224 

tags in 2020. Breaking this down by the race of the depicted person, images with a White subject 

received in total 5,413 tags in 2018, and 5,216 tags in 2020; Black subject images received 5,873 

tags in 2018 and 5,720 in 2020; Asian subjects a total of 3,199 tags in 2018 and 3,139 tags in 2020, 

and Latino/a subjects a total of 3,214 tags in 2018 and 3,149 tags in 2020.  

For each tag belonging to either dataset (i.e., 2018 v. 2020), we computed the number of unique 

occurrences.11 By the term unique occurrences we mean that in the event a worker provided the 

same tags for the same image more than once, we count it as a single occurrence. Of course, if the 

same tag appeared in two different judgments, it is counted twice. Thus, the number of unique 

occurrences in our analysis will inform us of how many tags we have for a particular (sub-)cluster, 
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counting only the repetitions of a tag that do not belong to the same worker, for the same judgement. 

From this point onward, we refer to the number of unique occurrences simply as occurrences of a 

tag or # occurrences. Next, we present a thematic perspective on the use of tags, comparing the use 

of Health-related tags across the 597 people images, across time. Moreover, we consider the use of 

Identity-related tags at both points of time, as well as by the race group of the persons depicted in 

the target images. Following that, we present the stylistic perspective on the workers’ use of tags, 

considering where they use more abstract or concrete tags to describe the depicted individuals, and 

if these stylistic tendencies have changed over time.  

 

Thematic Perspective: Health v. Identity 

We begin with a high-level look at the use of tags belonging to the topics of Health and Identity, 

applying a chi-squared test to examine whether the number of occurrences of the types of tags 

workers provided (i.e., Health, Identity, or Other remaining tags) are independent of the year these 

tags were collected, which is our null hypothesis. As expected, the observed distributions of tags 

by topic differ between 2018 and 2020 (X2(2, N = 34923) = 14.57, p < .001). In order to provide 

answers to our research questions, we take a closer look at the extent to which workers describe the 

health and identity of the depicted persons, analyzing separately the two topics.  

Health-related tags. We now focus on the use of the Health related tags. As shown in Figure 4.3, 

we observe an increase in 2020 in the use of tags belonging to the Overweight, Underweight and 

Symptoms sub-clusters. We apply a two proportion z-test to see whether the proportion of tags used 

that are Health-related (i.e., # occurrences of Health-related tags over the total sample size of the 

tags, as presented above) is the same across the two years. Since we are examining four hypothesis 

at the same time (one for each of the Health-related sub-clusters) we apply a Bonferroni correction, 

adapting our significance level to 0.05/4 = 0.0125. For the Overweight sub-cluster, the observed 

difference between 2018 and 2020 is significant (z = −3.288, p = .001). On the other hand, for the 

Underweight sub-cluster, the results are not significant (z = −2.0913, p = .036). Notice that we 

consider a strict significance level in our analysis; thus, results for the Underweight sub-cluster 

could be considered significant under different conditions. From this point forward we will report 

only the exact values for p < .05 together with the Bonferroni correction we apply in each case, 

clearly mentioning the significance level we consider.  

 
Figure 4.3. Number of tag occurrences over time, for sub-clusters under Health and Weight clusters. For each 
sub-cluster, left 

In Figure 4.3, we omitted the graphical representation of the Normal Weight sub-cluster, since we 

observed only four unique tag occurrences from that sub-cluster in 2018 and none in the 2020 study. 

A total of 27 images were described in both 2018 and 2020 with a tag belonging to the Overweight 
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sub-cluster. In terms of images tagged at only one point in time, there were 50 distinct images 

receiving a tag belonging to the Overweight sub-cluster in 2020, as compared to only 16 in 2018. 

Finally, our analysis indicates that workers provided a similar number of tags describing the 

Symptoms (z = −0.42, p > .05) and Overall Health (z = 0.88, p > .05) of the depicted person in both 

years.  
The above observations address RQ1, as far as Health-related tags are concerned, with a positive 

answer. It is somewhat surprising to see that tags belonging to the Overall Health and Symptoms 

sub-clusters were not more frequently used in 2020, given the events of the pandemic. Again, 

parallel to [29], our initial assumption was that with the pandemic and issues of personal and public 

health being discussed extensively in the media, Health-related tags would be used more frequently. 

Interestingly enough though, crowdworkers in the 2020 study did not increase their use of Overall 

Health and Symptoms tags but instead, used significantly more tags belonging to the Weight 

cluster, in comparison to 2018. By posing RQ1, we anticipated, up to a certain degree, that workers’ 

descriptions would also reflect their concerns and stresses related to the pandemic. Our results 

indicate that weight-related issues are on their minds. According to Google Trends7, during April-

May 2020, there was a spike in search terms such as “recipes” and “quarantine workout,” 

reinforcing the idea that such topics were on people’s minds. In other words, workers may be most 

likely to notice and mention – when describing an image – what is directly affecting them at the 

present moment, e.g., weight-related concerns resulting from the circumstances of the pandemic. 

Of course, the use of more weight related tags in 2020 might also be correlated with other factors 

affecting the crowdworkers and their perception of the subjects, of which we are unaware.  

 
7 trends.google.com/trends/explore?geo=US&q=quarantine%20workout,home%20recipes 
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Figure 4.4 The number of occurrences of tags for the clusters External Features, Race, and Nationality, in 
2018 (left/top bar) v.2020 (right/bottom bar), broken out by the race of the person depicted (left col.) and the 
specific tag sub-clusters (right col.) 

Identity-related tags. Next, we explore the workers’ use of tags related to the depicted person’s 

identity, in addressing RQ1. Figure 4.4 shows the observed tag occurrences of the three clusters of 

Identity-related tags {External Features, Race, Nationality} and their respective sub-clusters. Over 

all images, workers are approximately three times more likely to mention the person’s External 

Features and Race than to infer the person’s Nationality.  

Considering the External Features cluster, a two proportion z-test reveals that the proportion of tags 

used (i.e., the number of occurrences over the total sample size) for the two years we consider is 

similar (z = 0.81, p > .05), thus providing a partially negative answer to the Identity-related aspect 

of RQ1. Furthermore, we notice that for all races of the persons depicted in the images, the number 

of tag occurrences in 2018 versus 2020 are similar. In other words, there are no statistically 
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significant differences across time, in the use of these types of tags when referring to a White 

subject (z = 1.27, p > .05), when describing a Black subject (z = 0.92, p > .05), for tags referring to 

Asian subjects (z = 0.38, p > .05) or when describing Latino/a subjects (z = −1.41, p > .05). Notice 

that the sample sizes when considering the different proportions are different based on the year and 

the race of the depicted subject in the image as described in the introduction of this Section.  
Looking at the different sub-clusters of the External Features tags, it is interesting to notice that in 

2018, there is a strong preference from workers in tagging people as Pale/Light colored, while in 

2020, there is a shift towards tagging them as having White Skin/features. In fact, considering a 

two-proportion z-test for the White sub-cluster tags, we observe a significant difference in 

occurrence between the two years (z = −7.35, p < .001). A similar trend is noticeable for describing 

people of color. While in 2018, significantly more tags in the Dark Skin sub-cluster were observed 

(z = 5.12, p < .001), in 2020, we have significantly more tags referring to Black Skin (z = −4.05,p 

< .001 ) or Brown Skin (z = −2.9982, p = .003). In other words, more specific tags are observed in 

2020 to describe a person’s color. Notice that we compared together the four hypotheses relevant 

to the External Features sub-cluster tags, presented above; thus, our threshold for significance is p 

< 0.0125, according to the Bonferroni correction. 

 It appears that tags used by the workers describing External Features referring to the colors White 

and Black/Brown are trending in the 2020 dataset, while in 2018, the sub-clusters Pale/Light and 

Dark were more frequently used. Among the most popular dictionary words used to write about the 

Black Lives Matter (BLM) movement are the words “white” and “black,”13 thus serving as 

evidence that workers might be subject to attentional bias. Of course, it must be noted that this is 

one among many factors that could affect such behavior. 

 Looking at the cluster of Race-related tags, we notice no statistically significant increase in the 

total number of tag occurrences between the two years (z = −0.92, p > .05); thus again, a partially 

negative answer is given regarding the Identity-related part of RQ1. However, we observe a 

significantly larger number of Race-related tag occurrences in 2020 describing images depicting 

Black subjects (z = −6.04, p < .001). Moreover, we observe the opposite behavior regarding 

Latino/as (z = 2.53, p = .011) and White subjects (z = 4.34, p < .001), with significantly more 

Racerelated tag occurrences in 2018 as compared to 2020. Notice that the proportion of tags for 

images depicting Asian subjects are similar among the two years (z = −1.57, p > .05). Considering 

the we are comparing four different hypotheses above, we set the threshold for significance to p < 

0.0125, following the Bonferroni correction.  
The above observations relevant to the race of the depicted subject are in line with the observations 

on the sub-clusters on the Race-related tags. For instance, in 2020, we find workers using a 

significantly larger number of tags belonging to the African/Black sub-cluster with (z = −6.18, p < 

.001), while the tags from the Caucasian/White sub-cluster are significantly more frequent in 2018 

with (z = 4.83, p < .001). Previous research on crowdwork and image labeling (Otterbacher, Barlas, 

et al. 2019), (Miltenburg 2016)reported race-marking (i.e., greater tendency to use race-related 

words when describing non-White individuals). Those observations are partly in line with the above 

results. The Asian images in the CFD included individuals with South Asian heritage (i.e., who 

didn’t “look East Asian/Chinese"), hence this could be one factor contributing to our not finding 

anti- Chinese sentiments in the workers’ responses, despite the global increase in anti-Asian racism 

due to the COVID-19 pandemic (Croucher, Nguyen and Rahmani 2020). Notice also that the 

images depicting Black individuals received the least amount of Race-related tags, as compared to 

other races, in 2018.  
Given the difference in race-marking in our data, we could say that some workers might suffer from 

a form of implicit racism in the 2020 study. We have analyzed the number of inflammatory tags 

referring to people of color, and noticed a decrease in 2020 in comparison with the data of 2018. 

However, race-marking has clearly increased in 2020. This could be an indication that workers are 

thinking about what is “politically correct” when describing people, but involuntarily, they are still 

showing markedly different behavior towards people of color. Another factor that can be impacting 

our observed results, is that the race labels on each subject in an image is self-reported by the subject 

[25].  
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Finally, considering the Nationality tags, we observe a statistically significant increase in 2020, as 

compared to 2018 (z = −4.09, p < .001). This observation provides us with a partially positive 

answer this time regarding the Identity aspect of RQ1. Examining each group of images (by racial 

group), we observe more tags describing Nationality in 2020, as compared to 2018. However, the 

differences are not statistically significant, in particular, for the images depicting Black subjects (z 

= −0.87, p > .05).  

Considering the sub-clusters of tags in the Nationality cluster, we noticed an increase in the number 

of occurrences in all of them. Noticeably, tags describing the depicted person as “American" or as 

a “USA citizen" show a statistically significant increase in use in 2020 (z = −2.86, p = .004). Factors 

that could have affected these results include the Black Lives Matter movement, the upcoming U.S. 

presidential elections, or the aforementioned anti-Chinese xenophobic sentiments due to the 

COVID-19 pandemic, all of which may be influencing the workers’ “state of mind.”  

Stylistic perspective: Inferential and Concrete language  

The analysis presented above took a thematic perspective when considering the use of the Health 

and Identity-related tags. Next, we provide a stylistic perspective on the workers’ descriptions of 

the depicted person, at the same time differentiating between the Health and Identity themes. Before 

moving on to look at the stylistic differences by theme, we examine whether the number of 

occurrences of the tags workers provided (i.e., Inferential, Concrete, or Other remaining tags) are 

independent of the year these tags were collected, which is our null hypothesis. We observe that 

the distributions of the tags by stylistic perspective differ between 2018 and 2020 (X2(2, N = 34923) 

= 10.64, p = .004).  

As we can see in Figure 4.5, workers provided significantly more inferential tags for the Identity 

theme in 2020 overall, as compared to 2018 (z = −3.06, p = .002). However, considering the images 

by racial group of the depicted persons, we find that workers became more inferential in 2020 only 

when describing the images of Black (z = −5.33, p < .001) and Asian (z = −2.64, p = .008) subjects. 

Instead, it appears that the proportions of the inferential tag occurrences between the two years are 

similar for images of White (z = 2.12, p = .033) and Latino/a (z = 1.30, p > .05) subjects considering 

a significance level of p < .0125. We consider the significance level for the four hypothesis above 

to be p < .0125 according to the Bonferroni correction. This is particularly interesting given the 

racial climate in the U.S. during the time frame that the 2020 data were collected, and seems to 

suggest a sensitivity towards the issue of identity and racial minorities. Frequency of use for the 

concrete tags is stable between 2018 and 2020, in the Identity theme.  
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Figure 4.5. Stylistic analysis (inferential (left bar) v. concrete (right bar)) on Identity and Health tags, used 
across time, by racial group of depicted person.  

Considering now the Heath-related theme, we can see an opposite trend. Overall, the concrete tags 

belonging to this theme are significantly more frequent in 2020 compared to 2018 (z = −3.54, p < 

.001), while inferential tags are overall stable across the two years. An interesting remark is that 

images of Black subjects are the only group receiving significantly more concrete Health-related 

tags in 2020 as compared to 2018 (z = −5.09, p < .001).  
In answering RQ2, we can say that it appears that workers’ use of Identity-related tags exhibited a 

notable change from 2018 to 2020. Overall, workers used more abstract tags in 2020, in particular, 

when describing images depicting Asian and Black individuals. In other words, workers made more 

inferences and assumptions about the depicted individual, instead of simply describing their 

physical appearance. This may imply that in 2020, workers had a heightened awareness of, or 

sensitivity towards, the issue of race. Notice that this is only one factor that can have impacted our 

results. As we discuss in Section 6.2, since we do not have control over the set of workers recruited 

in 2020, it is possible that we ended up with a large concentration of workers that are sensitive 

towards the issue of race, because of the particular time we have initiated the crowdsourcing task. 

In other words, there is no way for us to gauge if we have received an over-representation of 

responses from people in a particular region of the U.S. where racial tensions had intensified during 

this time. Given the large available pool of workers in the Appen platform, this a more unlikely 

factor, but might still have some effect on the observed results.  
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4.5 Discussion 
 

Data collection through crowdsourcing, and in particular, for capturing the implicit, visual 

information contained in images, can be challenging, especially in the hands of non-experts, who 

may be unfamiliar with issues of data bias. Computer vision experts deal with the issue by 

mitigating bias in image datasets, during the process of algorithm development (e.g., (Hendricks, 

et al. 2018), (Jieyu, et al. 2017)). Bias mitigation during the collection or processing of the 

crowdsourcing results, is a field that is currently being explored (e.g., (Barbosa and Chen 2019), 

(Otterbacher, 2018)). Recently, due to the COVID-19 pandemic, crowdsourcing platforms are 

becoming busier, both in terms of supply (i.e., available workforce) as well as demand (e.g., with 

physical laboratories moving online). Moving on-premises laboratory studies to crowdsourcing 

platforms is not trivial, and thus, has been researched in the past (Crump, McDonnell and Gureckis 

2013) in terms of quality and reproducibility of the resulting data. What is presently unaccounted 

for is the potential influence that major local or global events can have on the collected data through 

crowdsourcing, and how this might affect the human bias introduced in datasets built over a large 

time frame (e.g., ImageNet).  

Our findings support the existence of a parameter conforming with societal events, which alongside 

other factors, can influence and create variation in the data harvested through crowdsourcing. Thus, 

given a particular crowdsourcing task, it is essential that additional steps are taken, to identify 

whether the collected data can be influenced by variations associated with societal events, and if 

so, whether measures need to be taken to restrain or promote said effects.  

In this work, we looked at the consequential example of an open-ended annotation task on people-

related images. To observe in a quantitative manner the impact of a temporal variation, we 

considered the number of unique occurrences as an indication of the popularity of a given tag of 

interest, among the workers. It is an indication of how frequently we will encounter a certain word 

in a similar image tagging setting. In the example of an automated process receiving the 

crowdsourced data for training a computer vision algorithm, it is more likely that the most popular 

tags (in our scenario, the tags with the highest number of occurrences) will be the ones to be 

incorporated and used. Applications trained on our 2018 versus 2020 datasets might be positively 

or negatively impacted, depending on the application’s particular context. For instance, an image 

tagging algorithm trained on the 2020 data, might end up using more weight-related tags to describe 

input images of people, which could be seen as a risk when deployed in user-facing apps or 

platforms.  

Descriptive image annotation is one type of task that can be impacted by temporal variations. 

Another example is image content moderation. In such a setting, data collected through 

crowdsourcing can assess the content of an image in an open-ended way (as we explored in this 

study), or in a closed form way, by providing a list of possible answers or a scale to measure, for 

instance, the degree of violence in the image. In this example, an image that in the past was 

considered inappropriate by the majority of crowdworkers, might not be in the present, and vice 
versa. Hence, the requester of such a dataset must be aware of this fact. It must be noted that image 

annotation is merely one class of crowdsourced micro-tasks that can have serious ramifications as 

a result of temporal variations. Future work can explore the types of temporal variations that may 

manifest in other common micro-tasks such as descriptive annotation on other media (e.g., audio 

or video), image categorization, or sentiment analysis.  

4.5 Conclusions 
These experimental results contribute by pointing out another limitation in the use of crowdsourced 

data. The empirical evidence of our study emphasizes the influence that significant events – in this 

case, in the sphere of public health and racial discrimination – can have on crowdsourced data, 

among other factors, in an image annotation task. We linked our work to the yet largely unexplored 

area of crowdworkers’ mood and variations in the collected data, by exploring the thematic and 

stylistic changes in workers’ reports over time. Furthermore, our work extends the discussion 
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concerning the repeatability of a crowdsourcing task and the replication of data. Although a task 

executed in the same platform can weakly conform to the repeatability condition, as pointed out in 

(Qarout, et al. 2019), we observe that replication of the results might not be feasible over periods 

of time marked by significant, large-scale events and/or experiences. We provide some interesting 

observations regarding the human crowdworkers’ behavior that can be linked to attentional bias 

and race-marking, which is worth exploring further. The computer vision community, which relies 

extensively on human-labelled image datasets, now has to face a new crowdsourcing challenge 

especially during this sensitive period of time. To this respect, a set of guidelines will be presented 

in Deliverable 6.1 for recognizing and coping with temporal effects when requesting or using 

crowdsourced image datasets.  

5.Video Artefact exploring Socio-Economic Status 
 

5.1 Summary of Experimental Results 
 

Main Experimental Parameters  

Bias Explored: Social stereotypes as a result of the Socio-economic status (SES) of 

the people presented in the videos 

Media artefact: Videos, people washing hands 

Crowdsourcing platform:  Amazon Mechanical Turk (MTurk) 

HIT main characteristic: Survey on video handwashing activity from different geographical 

regions and income levels   

Worker main characteristic: US residence 

Bias identification method: Statistical analysis of tags, categorization of tags based on the 

Panofsky-Shatford model, diversity of tags 

 

In this set of experiments, we look at how human annotators annotate digital content different from 

content which is popular on the Web and social media. We present the results of a controlled user 

study in which participants are asked to annotate digital content from various socio-economic 

levels. We test for the presence of social stereotypes and investigate the diversity of the provided 

annotations, especially since some abstract labels may reveal information about annotators’ 

emotional state. In general, we have observed different types of annotations for content from 

different socio-economic levels, and we have identified regional and income level biases in 

annotation sentiment.  

 

In the subsections below we include some additional information8 supporting our main results as 

we described them above.  

 

5.2 General Objectives/ Motivation  
 

With the growth of social media, a massive amount of digital content is created every day by people 

over the Web. Algorithms are utilised to facilitate the retrieval and recommendation of such digital 

content. However, these algorithms can alter how people perceive the world, and their social 

implications are being extensively debated in academia. For instance, search engine algorithms 

 
8 Part of the information included in Subsections 5.2 - 5.3  is quoted from our published work appearing in proceedings of  

the 14th ACM Web Science Conference 2022.   
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have frequently been accused of social bias. Kay et al. (Kay, Matuszek and Munson 2015) showed 

that search algorithms reinforced gender stereotypes via image search queries about professions. 

Users may see men appearing in search results for doctors but women in search results for nurses. 

This may affect young girls’ perceptions of their future career prospects and gender expectations 

(Otterbacher 2015). A study of job recommendation systems showed how setting the gender to 

female resulted in fewer ads for higher-paying jobs (Datta, Tschantz and Datt 2014). Annotations, 

also known as tags or labels, are essential parts of search algorithms and recommendation systems. 

Annotations can, for example, be utilised to index multimedia data to help people retrieve the 

desired content through queries (Wang, et al. 2012). The features extracted from annotations can 

also be applied to rank search results and to improve search and recommendation performance 

(Gao, et al. 2012). Crowdsourcing can be leveraged to efficiently collect large amounts of 

annotations for digital content. Along with tagging objects and actions represented in the digital 

content, human annotations may reveal information about the annotator’s emotional state. These 

are possibly their perceptions and beliefs regarding the digital content and the scenes and/or persons 

depicted in it. Related to these human annotation processes and focussing specifically on short 

videos, our Research Questions (RQs) are as follows: 

  RQ1: What video characteristics are commonly highlighted by human annotators in the 

labels they provide?  

 RQ2: Is there any correlation between human annotation behaviour, their demographics, 

the video content, and the type of annotations they use?  

Annotations created by users can reflect how they describe and view digital resources (Klavans, 

LaPlante and Golbeck. 2014), but annotators may unconsciously project social stereotypes in the 

annotations they provide. Barlas et al. (Barlas, Kyriakou and Guest, et al. 2021)found that computer 

vision algorithms trained with human annotations struggled with gender recognition, particularly 

when dealing with images of women, people of colour, and non-binary individuals. They 

discovered that this occurs because the training data inadvertently associate gender with socially 

stereotyped scenario occupations. While gender and race stereotypes in annotations have been 

studied (Barlas, Kyriakou and Guest, et al. 2021), (Jahanbakhsh, et al. 2020), there is still a lack of 

research on bias in annotations from the perspective of socioeconomic status (SES). If SES 

stereotypes in video annotations are not adequately studied, video search engines optimised with 

these annotations may reinforce these stereotypes (Otterbacher, et al. 2017), resulting in social 

inequality (Durante and Fiske. 2017). Filling this research gap is the second contribution of our 

work. Our RQs also include: 

  RQ3: How are users’ biases and/or stereotypical beliefs reflected when annotating SES-

diverse content?  

 RQ4: Can we observe human annotators’ social class competence from post-annotation 

questions?  

To answer these RQs, we perform controlled user studies utilizing crowdsourcing as a recruitment 

mechanism where we ask participants to label SES-diverse content to understand their perception 

of the presented video content. Our findings support the following conclusions. The most frequently 

used annotations were general and abstract (RQ1). The order in which annotations are entered 

influences their type and the number of videos from particular SESs correlates with the number of 

distinct annotation types (RQ2). We observe regional and income-level biases when performing 

sentiment analysis on abstract annotations and analysing the post-annotation questions (RQ3 and 

RQ4).  

 

5.3. Study Set-Up  
 

Study Design 

In order to collect and analyze the annotation behaviour of crowd workers, we leverage MTurk’s 

API to build an online crowdsourcing annotation platform. We recruit participants and send rewards 

through the MTurk platform while the task display and worker responses are independent of the 
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MTurk platform. A separate database on a dedicated server stores the workers’ data (i.e., behaviour 

logs and annotations).  

 
Figure 5.1. Screenshot of the annotation task: (1) tabs and buttons allow workers to revise answers; (2) 
workers enter annotations sequentially; (3) a 5-point Likert scale is used to report the self-perceived 
confidence in answering questions.  

 

Task page. MTurk workers were first required to complete a questionnaire to answer background 

questions, such as gender, age, family income and education level. Next, they were required to 

watch four short videos in sequence and provide eight annotations for each video. Our pilot tests 

found eight annotations to be the optimal number of annotations to collect for the short video we 

used, in terms of data quality. To analyze annotation diversity, the type of annotations to be entered 

by workers was not specified in the task instructions. Figure 5.1 displays the task interface for the 

annotation phase with the video on the left and the annotation section on the right. After completing 

the annotation phase, for all four videos, workers were asked to categorize each video through four 

follow-up questions: 1) In what region of the world do you believe the video was taken? (options 

include Africa, Asia, Europe, the Americas); 2) Relative to this particular region, which 

socioeconomic class would you say this person/household belongs to? (options include Lower 

class, Lower-Middle class, Upper-Middle class, and Upper class); 3) Would this video be 

appropriate as a result for a Google video search on ’hand washing’? 4) Would this video be suitable 

for a COVID-19 hand hygiene service announcement? (options for the last two questions were on 

the 5-point Likert scale from ‘Not at all’ to ‘Totally’). On completing all tasks, workers were 

rewarded via MTurk.  

Video Selection. All short videos we employed in our study are published under a Creative 

Commons license 4.0 by Dollar Street (Gapminder. 2021). Dollar Street is a website that provides 

a way to explore the daily lives of hundreds of families of different income levels worldwide 
through videos and pictures, aiming to overcome the media’s skewed selection of digital content. 

For each family, the photographer takes pictures of multiple household items such as a toothbrush 

or a pair of shoes and records videos related to everyday life activities, such as brushing teeth, 

eating, and doing laundry. For our study, we selected only one topic depicting one daily activity, 

hand washing, which is performed in different parts of the world, in households with diverse income 

levels.  

The experimental factors we used to select the videos used in our study were region and income 

level. We chose videos from four geographical regions: Africa, Asia, Europe and the Americas and 

we also selected videos based on four different income levels for each region. Income on Dollar 

Street is measured in US dollars adjusted for purchasing power parity rather than salary or income. 
For example, if a household consumes the corn they grow every month, that corn’s value is factored 
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into the household’s total income. The income level for each region is calculated based on the 

quartiles of income within that region. We selected 7 videos for each of the 16 condition (4 regions 

× 4 income levels), 112 videos in total. We ensure that the number of videos is balanced across 

situations. When workers watch the videos, income and region in the video are not displayed. We 

excluded videos from the United States specifically as the annotators were recruited from the 

United States and we did not want to assume their familiarity with some of the content. The mean 

video duration is 13.7 seconds (𝑆𝐷 = 9.14 seconds).  

Quality control. To observe different annotation behaviours and because there is no ground truth 

in the data, our study does not directly use gold questions to control quality also because they are 

vulnerable to be attacked (Checco, Bates and Demartin 2018). However, using our logger system, 

we employed four different quality control mechanisms to remove low-quality annotations from 

the final dataset. We tracked all workers’ activities, such as mouse-clicking and text inputting with 

the corresponding timestamp. Firstly, we determined whether workers played the video or not 

before annotating it; cases where annotations were provided without watching the video were 

automatically classified as annotations to be discarded.We also use task time to control for quality. 

The minimum task duration time for each video should be greater than the length of the video, 

where task time is calculated by whether workers stay on the task page, preventing workers from 

prolonging the time by performing other tasks. Furthermore, if a worker produces mostly illogical 

or random text (over 50% for each video), their data is removed. In addition, workers’ IP addresses 

were recorded in order to prevent them from using multiple MTurk accounts. Any worker who fails 

to pass one of the quality control checks is not exposed to future tasks. Tasks with low-quality 

annotations are republished to ensure that each video receives the same number of high-quality 

annotations.  

Participants. Each video is annotated by 10 workers who have passed quality checks, and each 

worker annotated videos from four different families (present in Dollar Street) in the same region 

but with varying income levels. Workers are shown these four, nonrepeating videos in random 

order. A worker can only perform one task on our platform. As a result, we recruited 280 qualified 

workers through MTurk. As the United States is the primary source of workers on MTurk (Ross, 

et al. 2010), this research only recruited US-based workers. Restricting ourselves to US-based 

subjects may be a limitation of the study, but it also gives us a more controlled setting (drawing 

subjects from the same population) for better understanding interaction behaviour with SES-diverse 

content. Participants were paid $1.50 for completing four short video annotations. The rate of $1.50 

is based on the platform’s market price and takes the average task time in a pilot experiment into 

account (about 10 minutes). Authors’ institution ethics committee reviewed and approved the task, 

experimental design, and data collection before conducting this study. Prior to starting the 

experiment, workers gave informed consent to how their data would be collected and used in the 

study.  

Classification of Annotations 

We classify video annotations into three top-level categories based on Hollink et al. (Hollink, et al. 

2004)’s annotation classification system: non-visual, perceptual, and conceptual. The non-visual 

level annotations describe the video’s context, such as title and video length, rather than its content. 

The perceptual annotations are derived from the video’s audio features, such as volume level, and 

visual features, such as colour. The Panofsky-Shatford mode/facet matrix (Armitage and Enser 

1997) is utilised to represent the semantic content of the video in conceptual level annotations. The 

conceptual annotations are divided into three levels in this matrix model: general, specific, and 

abstract (Panofsky 2018), and each level is further subdivided into four aspects: who, what, where, 

and when (Shatford 1986). Because we collected a small number of annotations that could not be 

classified as described above, we created an ’Other’ category to classify these annotations. Table 

5.3.1 displays the definition of annotation categorization and annotation examples across the 

Hollink’s and Panofsky-Shatford models.  

Preprocessing. We pre-processed the 8,960 annotations we collected before classifying them. 

First, obvious spelling errors were corrected. For example, ’buket’ can be easily corrected to 

’bucket’ depending on the context of the video. Then, we assigned base forms to those annotations 
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using an English Lemmatizer pipeline (i.e., the en_core_web_trf model (roberta-base) by the 

Huggingface library9). As a result, 3,120 unique annotations were generated.  

Manual coding. We manually classified annotations as, compared to automated categorization 

approaches, a small group of researchers manually annotating the dataset can minimize bias in the 

process (Barlas, et al. 2019). When manually classifying annotations, we adhere to the following 

guidelines. Firstly, an annotation can only belong to one category. We encode annotations with the 

class that best represents them. An object or action with a subjective description is abstract, such 

as "beautiful lady", whereas "lady" is a general annotation. A person name, "Mary", falls under the 

a Specific annotation category. This rule corresponds to Gligorov et al.’s classification method 

(Riste , et al. 2011). For the four aspects: the Who represents the video clip’s subject (person, object, 

etc. ); the What represents an action or event in the video; the Where refers to a location; and the 

When represents the time. Furthermore, an annotation, such as "white", may be ambiguous. In that 

case, we examine the video to determine whether "white" is used to describe the video’s 

background, the people, or an object in the video. If some annotations result in disagreement among 

researchers after being observed through the video, they were classified as Other. Two researchers 

(coders) have coded individually 400 randomly selected annotations, resulting in high agreement 

(Cohen’s 𝑘 = 0.97). The rest of the annotations were coded in the same manner by one of the coders.  

 
Table 5.3.1. The definition of annotation categorization with examples in terms of Hollink’s model and the Panofsky-

Shatford model.  

 
 

5.4. Results 

5.4.1 Annotator Background and Behaviour 

 
Table 5.4.1. Annotator behavior rates (the number of annotators and percentage). 

 
 
A total of 523 annotators were recruited through MTurk to participate in our experiment. Table 

5.4.1 depicts the number and proportion of annotators who completed the task, abandoned the task, 

and failed the quality check. 210 annotators chose to abandon the task before its completion, and 

33 people failed the quality test. The percentage of people (40.15%) who gave up on the task after 

starting is consistent with previous research (Han, Roitero, et al. 2019). Analysing the behaviour of 

annotators who abandoned the task, we discovered that 146 annotators chose to abandon on the 

first video page, accounting for 70% of total abandonment, while 34 annotators (16.2%) chose to 

abandon on the second video page. Annotators may have chosen to give up because the monetary 

 
9 https://huggingface.co/ 
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reward was not appealing enough to them given the task, or the video content caused them to give 

up because they were uninterested. 

 

We examined video attributes on abandoned task pages to see if two hidden variables of video 

content, region and income level, influenced annotators’ decision to abandon the task at that point. 

We observed that the number of abandoned videos was distributed evenly across regions and 

income levels (mean number of videos abandoned at different income levels was 52.5 with a SD 

of 2.29; mean number of videos abandoned across regions was 52.5 with a SD of 9.55). A two-way 

ANOVA was conducted to examine the effects of region and income level on the number of 

abandoned videos, and there was no statistically significant difference for different income levels 

and regions, with all p > 0.05. 

 

Males made up 55% of the participants in our study, and median age was 36 years. Participants are 

well-educated because over 64.29% of annotators possess a four-year college degree (66.88% for 

male and 61.11% for female). This rate is consistent with previous studies (Michel, et al. 2018). 

64.99% of annotators earn less than $60,000 per year (70.13% for male and 58.73% for female). 
 

5.4.2 Characteristics of Annotations 

In order to sufficiently understand the types of annotations that users typically employ, we conduct 

a qualitative study of the obtained user annotations to understand the relationship between the 

content described in the videos and the types of annotations used for these descriptions. The number 

and percentage of tags across the categories of the Hollink model are shown in Table 5.4.2. Among 

the 8,960 annotations, only 0.38% of annotations are about the nonvisual level, and these 

annotations are mainly about the description of the video’s context, such as video length and type. 

Around 1.55% of the annotations are related to the perceptual level, describing the video’s colour 

and sound. The majority of the annotations (95.59%) are conceptual descriptions of objects and 

actions observed in the video, while the remaining 2.48% are unclassifiable. 
 

Table 5.4.2. Distribution of the tags across the categories of the Hollink model 

 
 

According to the Panofsky-Shatford model, the Conceptual-level annotations are classified as per 

Table 5.4.1. Most annotations belong to the What facet (48.51%) and the Who facet (46.95%), 
while the Where and When facets contain significantly fewer annotations. For the total number of 

annotations at various abstraction levels, most annotations (66.87%) are general, while 32.59% of 
annotations are abstract, and only 0.55% are at the specific level. The relationships between 

abstraction levels and facets indicate that the vast majority of annotations in the Who facet are 

general (e.g., “Bar soap”), occasionally abstract (e.g., “pandemic”), and infrequently specific (e.g., 

“COVID 19”). However, in the What facet, the descriptions are both general (e.g., “hand washing”) 

and abstract (e.g., “good hand wash”) but never specific. In the Where and When facet, most of the 

annotations are generic (e.g., “bathroom“, “after toilet”).  
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Table 5.4.3. Distribution of the conceptual-level annotations across the categories of the Panofsky-Shatford model. 

 
 

The annotation occurrence frequency is an essential indicator in some annotation systems to control 

quality, with non-repeated terms being removed as low-quality annotations (Riste , et al. 2011). 

Infrequently used annotations, on the other hand, can be instrumental to understand annotation 

behaviour (Klavans, LaPlante and Golbeck 2014). For example, Chan observed that less commonly 

used annotations can significantly enrich the context of an image and increase accessibility (Chan 

2007). Furthermore, Eleta and Golbeck found that less widely used annotations were more likely 

to reflect specific cultural contexts and increase the number of visitors to the annotated content 

(Eleta and Golbecck 2012). Among the annotations we collected, 2,644 annotations that appeared 

only once accounted for 29.5% of the total annotations. We discovered that, compared to the 

distribution of all annotations, conceptual level annotations still account for the significant part with 

2,426 (91.75%), while the percentage of annotations that could not be defined increased to 5.37% 

with 142 annotations. These non-repeated annotations at the conceptual level are classified 

according to the Panofsky-Shatford model presented in Table 5. Comparing the total number of 

non-repeated annotations at various abstraction levels with all annotations, the ratio of general 

annotations decreases from 66.87% to 55.48%, while the proportion of abstract annotations 

increases from 32.59% to 43.65%. When the total number of infrequently used annotations in each 

facet is compared to all annotations, the ratio of annotations in the Who facet decreased from 

46.95% to 37.59%, but the proportion of annotations contained in the What facet increased from 

48.51% to 56.6%. In addition, on the What facet, the proportion of less common annotations at 

abstract level to all annotations increased from 22.07% to 31.33%. 
 

Table 5.4.4. Distribution of non-repeated annotations across the categories of the Panofsky-Shatford model 

 
 

Discussion. Our findings are consistent with previous studies using the same classification method 

(Riste , et al. 2011) (Klavans, LaPlante and Golbeck 2014) (Estrada, et al. 2017). To begin, the 

majority of crowdsourced descriptions are at the conceptual level. Second, most conceptual 

annotations belong to the general type. The difference between this study and previous ones is the 

proportion of abstract annotations to the total number of conceptual annotations. Gligorov et al.’s 

analysis of the annotations associated with reality television shows (long videos) revealed that the 

number of specific annotations was higher than the number of abstract annotations (Riste , et al. 

2011). A possible explanation for this difference could be the presence of subtitles in the videos 

they used in the experiment, which provide precise information to human annotators.  



DESCANT – Project no EXCELLENCE/0918/0086                                                                     

 

  

31 

However, our findings are consistent with Estrada et al.’s study (Estrada, et al. 2017), and the 

medium they used is also short videos (movie clips). We both observed that general/Who (e.g., 

“plate”) and general/What (e.g., “use soaps”) dominate the set of annotations. This indicates that in 

the annotation of short videos, people are more inclined to give broad descriptions of the subjects 

in the scenes and the actions that occur. These types of annotations can assist users in retrieving the 

video and provide context for the video prior to watching it. Additionally, these annotation 

categories can be used as pre-training datasets in machine learning to enhance models’ ability to 

detect objects and actions in the video. 

We also have consistent finding with Estrada et al. (Estrada, et al. 2017), in that the third most 

frequently used annotation is abstract/What (e.g., “neatness”), as people use abstract terms to 

describe events or actions in a scene, such as emotions and judgment. Abstract annotations are 

subjective in nature and are used to ascertain what other users think about a video (Klavans, 

LaPlante and Golbeck 2014). Abstract annotations enable users to discover videos that share some 

common interests. Many abstract types of annotations, for example, show the potential for 

sentiment search. People can improve their viewing experience by finding videos that resonate with 

them emotionally more easily in the recommendation system. Additionally, abstract terms can 

assist users in locating words that accurately describe their inner feelings. For example, the search 

system will provide the user with these abstract terms to convey their emotional needs adequately. 

Motivating users to provide abstract annotations is critical because of their importance. According 

to Estrada et al., increasing the variety of annotations is easier when annotators are given example 

annotations on guidelines (Estrada, et al. 2017). On the other hand, Gligorov et al.’s study omitted 

many potentially useful annotations, such as abstract annotations, by focusing solely on high-

frequency annotations (Riste , et al. 2011). We find that the proportion of abstract annotations is 

higher for low frequency annotations. Indeed, these infrequently used annotations are more likely 

to remain stable over the annotation set’s lifetime than high-frequency annotations, allowing for 

the presence of minority viewpoints. Additionally, less frequently used annotations are more likely 

to reflect a particular cultural context (Eleta and Golbecck 2012), which attracts more visitors to 

the annotated content. 
 

5.4.3 The Influence of Video Content and Annotators’ Behaviours 

In this section, we examine whether the annotators’ background, annotation behaviour, and video 

content affected their annotation types. The distribution of annotation types is dominated by the 

conceptual-level annotations, with the remaining types accounting for a minor proportion. As a 

result, we focused on the conceptual level annotations in our analysis. In order to answer RQ2, 

there are three hypotheses we need to test. 

 

Null Hypothesis 1. There is no correlation between the annotators’ demographic information and 

the number of different annotation types considered. 

 

To begin, the diversity of the participants in our study may affect the results, so we used Spearman 

rank correlation tests (because some variables, such as education level, are ordinal variables) to 

determine the correlation between annotator demographics and the number of different annotation 

types. We observed all p values > 0.05, implying no correlation between demographic variables 

and the number of annotation types. As a result, the Null Hypotheses 1 cannot be rejected, and we 

can thus ignore the relationship between annotator demographics and experimental results in our 

data analysis. 

 

Null Hypothesis 2. Types of annotations are not correlated to annotators’ annotation behaviours. 

 

Annotators were required to enter for each video annotations in order. As illustrated in Figure 5.4.1, 

we can see that the number of abstract annotations increases as the input order increases. On the 

contrary, the number of general annotations decreases as the input order increases. To determine 
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whether there is a correlation between the annotation types and the order of the input annotations, 

we first convert all of the annotator input types to dummy variables for each annotation. For 

instance, when an annotation is abstract/Who (e.g., “good health”), the value of the abstract/Who 

variable is 1 and the value of all other variables is 0. Because these dummy variables are 

dichotomous categorical variables and the order of the input annotations is ordinal, the rank biserial 

test (Cureton 1956) is used to test whether there is a correlation between them. 

 
Figure 5.4.1. Distribution of the annotations over annotators' input order. 

We can observe some statistically significant correlations between annotation types and input order. 

First, there is a statistically significant positive correlation between input order and abstract/ Who 

(e.g., “unclean water”), r (8563) = .069p < .0005, input order and abstract/What (e.g., “save water”), 

r (8563) = .134,p <.0005. This indicates that as annotators enter more annotations, the likelihood 

of the abstract annotation increases. On the other hand, there is a statistically significant negative 

correlation between input order and general/Who (e.g., “man”), r (8563) = −.078,p < .0005, input 

order and general/What (e.g., “Washing”), r (8563) = −.114,p < .0005. This indicates that the 

likelihood that the annotation is general decreases as the input order increases. Therefore, the Null 

Hypotheses 2 is rejected, and annotation types are affected by the order that annotators input them. 

 

Annotators’ actions, such as the order in which they provide annotations, and how long it takes 

them to finish to annotate, are tracked by our logger system. As a result, it is possible to determine 

if the annotators’ annotation behaviour correlates with the output annotations. We observe a 

negative correlation between the time 

taken by annotators to complete the annotations and general/Who (e.g., “soap”), rs (8563) = −.089,p 

= .003 with a Spearman’s rank order correlation test due to working duration on a continuous scale 
and the non-normally distributed data. In addition, under the same test, self-perceived confidence 

and order of videos are not 
correlated with annotation types, with p > 0.05. 

Null Hypothesis 3. The video variables (length/duration, depicted region and income level) have 

no effect on the identified annotation types. 

 

Previous work analysed annotations primarily from the perspective of annotators, comparing 

whether experts and crowdsourcing annotators produced distinct annotation types and whether 

familiarity with video content has an impact on annotation types (Estrada, et al. 2017), but they 

lacked an analysis of how different variables within videos of the same type correlate to annotation 

types. We employed a 4*4 factorial design (four different regions and four different income levels) 

to pick the videos for our experiments, all of which featured the same action: hand-washing. 
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We investigated Null Hypotheses 3 based on the region where the families depicted in the video 

live and their income levels. It is worth mentioning that participating subjects do not directly 

observe these variables. An aligned ranks transformation ANOVA (ART ANOVA) was conducted 

to examine the effects of the region, the income level and their interaction effect on the number of 

different annotation types provided by annotators because of the non-normally distributed data. The 

ART ANOVA test is a nonparametric test that allows for multiple independent variables and 

interactions measures. For general/Who annotations (e.g., “hand”) that have the largest number of 

annotations, the main effect for region is statistically significant, F (3, 1104) = 4.802, p = 0.003 

partial η2 = 0.013. The main effect for income level (p = 0.837) and the interaction effect between 

region and income level (p = 0.968) on the number of general/Who are not statistically significant. 

A post-hoc pairwise comparison with Tukey adjustment was run and showed a statistically 

significant Estimated Marginal Means (EMMs) difference between Asia (EMMs=620) and the 

Americas (EMMs=522), p = 0.002, between Asia and Africa (EMMs=542), p = 0.0214. This post-

hoc analysis shows that annotators prefer to provide more general/Who annotations to the video 

taken in Asia than in the Americas and Africa. 

 

Additionally, the interaction effect of region and income level on the total number of annotations 

at the general/What level (e.g., “scrubbing”) was not statistically significant, p = 0.627 . However, 

the main effect for region at the general/What level was statistically significant, F (3, 1104) = 3.904, 

p = 0.008, partial η2 = 0.01, and the main effect for income level was also statistically significant, 

F (3, 1104) = 4.049, p = 0.007, partial η2 = 0.011. The post-hoc analysis for the region revealed 

that the number of general/What annotations of video shot in Europe (EMMs=608) is statistically 

higher than in Asia (EMMs=521) and Africa (EMMs=540), p = 0.008 and p = 0.062 respectively. 

After conducting a post hoc analysis for income level, it was found that households with low 

incomes 

(EMMs=505) received significantly fewer general/What annotations than households with higher 

incomes (EMMs=591), p = 0.009. 

 

Abstract/What (e.g., “poor”) is the third most frequently used annotation in our study. The ART 

ANOVA test revealed that neither the main effect of income level nor the interaction effect between 

region and income level affected the number of annotations in abstract/What (all p-values were 

greater than 0.05). However, the region had a statistically significant effect on the number of 

abstract/What annotations, F (3, 1104) = 2.926, p = 0.033, and partial η2 = 0.008. A post-hoc 

pairwise comparison with Tukey adjustment demonstrated a statistically significant difference 

between Asia (EMMs=526) and the Americas (EMMs=600), p = 0.033. Abstract/ Who (e.g., “good 

habit”) is the next most used annotation, and it was determined that the video’s region and income 

level variables did not affect the number of annotations, with p-values of either main effects or 

interaction effect from the ART ANOVA test were greater than 0.05. 

 

Finally, we tested whether the length of the video has an effect on the annotation type. Due to the 

non-normally distributed data and the presence of outliers, Spearman’s rank-order correlation tests 

were performed. Except general/What (e.g., “wash hands”), the relationships between video length 

and the number of other annotation types were not statistically significant, with all p > 0.05. The 

correlation between video length and the number of general/What annotations (e.g., “using 

sanitiser”) is significant at the 0.05 level (p = 0.013) with a minimal correlation coefficient 

(−0.074). 
 

Discussion. To address RQ2, we analysed the data to determine which factors correlate to 

annotation types using three hypotheses. In the first hypothesis, we established no correlation 

between participants’ demographic data and the type of annotations they produce. Following that, 

by testing the second hypothesis, we discovered that the type of annotations made by annotators is 

influenced by their annotation routines. The time spent by crowdsourcing annotators on the 

annotation task was negatively correlated with the number of general/who (e.g., “bucket”), 
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indicating that annotators reduce the general description of objects in the video during lengthy 

tasks. 

Additionally, when crowdsourcing annotators provided annotations sequentially, the order of the 

annotations had a negative statistical correlation with the number of general annotations and a 

positive statistical correlation with the number of abstract annotations. This means that the first few 

annotations provided by annotators are typically more general descriptions of objects and actions, 

whereas the last few annotations are typically abstract and subjective. This finding is similar to 

(Otterbacher, Barlas, et al. 2019). While their definition of abstract/concrete is slightly different 

from the definition of abstract/general used here, the point remains the same - the later annotations 

contain more abstract annotations (i.e., more inferences). This provides insight into future 

crowdsourcing annotation systems’ interface design. Specifically, we can use the interface design 

to influence the order in which crowdsourcing annotators input their content annotations, thereby 

enriching or controlling the annotation types. The study by Estrada et al. suggest a way to encourage 

crowdsourcing annotators to provide multiple types of annotations by deploying explicit annotation 

goals and guidance on interface (Estrada, et al. 2017). Further, we can investigate whether 

annotation types can be influenced when different incentive mechanisms are used, such as different 

types of labels offering various incentives. 

The data analysis for the third hypothesis revealed that the video content correlates to the number 

of certain annotation types. First, there is a weak negative correlation between the length of the 

video and the number of general/What annotations (e.g., “scrubbing hands”). The number of 

general descriptions of actions in the video decreases slightly as the video length increases. Besides, 

the number of videos from various SES influences the number of distinct annotation types. High-

income households get more general/What annotations , possibly because they wash their hands in 

more steps such as using soap and hand sanitizer than low-income households, resulting in a more 

significant number of action description annotations. American households’ videos received 

significantly more abstract annotations than Asian households’ videos. The same video content – 

the typical daily activity of hand washing – but with main characters from disparate SES contexts, 

resulted in the generation of disparate types of annotations. These variations in annotation types 

should raise red flags, as they could lead to biased content annotations and, consequently, biased 

recommendation and search results. For instance, videos from some regions are less likely to appear 

in search results because they receive fewer annotation types. Guidance with specific instructions 

and reward incentives may be viable options for resolving the problem. 

 

5.4.4. Socioeconomic Status Stereotypes  

Sentiment analysis. Crowdsourced annotators may be unconsciously projecting their stereotypes 

in the annotations they provide as annotations created by users can mirror how they describe and 

view digital resources (Kamar, Kapoor and Horvitz 2015) (Klavans, LaPlante and Golbeck 2014). 

Video search engines optimised with these annotations may map these stereotypes (Otterbacher et 

al. 2017). Therefore, in this section, we will address RQ3, by investigating the presence of 

stereotypes in subjective annotations, also known as abstract annotations. Although a few general 

annotations might provide some information regarding the stereotypical beliefs of an annotator (i.e., 

the mention of person, man or woman), it is very hard to form any conclusions without doing a 
microscopic analysis to all the factors that have driven separately each annotators’ response (i.e., 

how long has the video focused on the depicted person). Thus, in this study, we have chosen to 

instead focus on subjective annotations 

and carry out a sentiment analysis on those annotations. We used VADER (Hutto and Gilbert 2014), 

an automated sentiment analysis tool. To measure sentiment, VADER calculates a normalised, 

weighted composite score between -1 and 1. We set standardised thresholds to classify annotations: 

a composite score between -0.05 and 0.05 indicates a neutral sentiment; a composite score greater 

than 0.05 indicates a positive sentiment; a composite score less than -0.05 indicates a negative 
sentiment. This method of sentiment classification has been widely used (Lekschas, et al. 2021) 

(Hutto and Gilbert 2014). Table 5.4.5 shows the number of annotations under the distinct segments 
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of abstract annotations. We found that most of the subjective annotations are positive (e.g., “good 

habits”, “nice video”, “living healthy”), accounting for 53.06% of all abstract annotations, but 

negative annotations (e.g., “dirty”, “unhealthy”, “bad wash”) are still present, accounting for 9.42% 

of the overall number of abstract annotations. 
 
 

Table 5.4.5. Distribution of abstract annotation sentiment 

 
 

We are interested in understanding if and how annotators’ stereotypical beliefs are reflected when 

annotating SES-diverse content. Figure 5.4.2 depicts the distribution of negative and positive 

abstract annotations at various SESs and regions, with values ranging from 1 to 4 representing the 
different income levels of the households presented in the videos based on Dollar Street numbers, 

divided into quartiles, 1 representing the lowest 25% and so on. In aggregate, the number of 

negative annotations received by households with the highest income levels (33) is significantly 

less than the number of negative annotations received by households with the lowest income levels 

(101). Households in Africa (110) also received a greater number of negative annotations than in 

other regions, with 41, 44, and 68 negative annotations received in Asia, Europe, and the Americas, 

respectively. While the number of positive annotations received by households was similar across 

income levels (mean=370.25, SD=10.96), the number of positive annotations received in different 

regions remained significantly different (mean=370.25, SD=35.2). For example, the number of 

positive annotations received by families in the Americas (427) is considerably greater than the 

number of positive annotations received by European households (335). Additionally, as illustrated 

in Figure 5.4.2, there is an interaction effect between the various SESs. For example, high-income 

African households received fewer negative labels (10) than other African households (all greater 

than 27), and the gap between the number of negative annotations received by African households 

and other regions was narrowed. 

 

The selection of videos in our experiment was a standard 4*4 factorial design, and interaction 

effects were observed from the above analysis of results. Therefore, to answer RQ3, due to the 

presence of non-normally distributed data and outliers, we performed an ART ANOVA test to 

analyse whether the different regions, income levels and their interaction effects impacted the 

VADER compound values, which are unidimensional measures of sentiment. To begin, the main 

effects for the region and income level on the VADER compound scores were statistically 

significant, F (3, 2775) = 3.653, p = 0.012, partial η2 = 0.004 for region, and F (3, 2775) = 7.205, p 

< 0.0005, partial η2 = 0.008 for income level. The interaction effect of region and income level on 

the VADER compound scores was also statistically significant, F (9, 2775) = 2.788, p = 0.003, 

partial η2 = 0.009. Spearman’s rank-order correlation test results indicate that demographic 

variables and the VADER compound values are uncorrelated. 
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Figure 15.4.2. Distribution of different segments of abstract annotations over diverse SES. 

 

The above results show that bias exists when crowdsourcing annotators annotate SES-diverse video 

content and is influenced by the video’s region, income level, and the interaction effects between 

them in the video. We used Tukey adjustment to perform post-hoc pairwise comparisons on these 

three factors to determine how these factors specifically influenced the annotators biases. From a 

regional perspective, the VADER compound scores for videos shot in Africa (EMMs=1328) is 

statistically lower than in Asia (EMMs=1455) , p = 0.017. This means that videos filmed in Africa 

are more likely to receive negative judgments than those filmed in Asia. The post-hoc test from the 

perspective of household income level found that statistically significant differences in the VADER 

compound scores existed between the highest (EMMs=1496) and lowest (EMMs=1299) income 

levels, p < 0.0005. This result implies that videos from low-income people are more likely to be 

negatively annotated, while videos from high-income people are more likely to be positively 

annotated. Post hoc tests of interaction effects are much more complex due to having 120 possible 

combinations. Apart from the stark contrast between lowest-income households in Africa and 

highest-income households in other regions, there are two combinations worth discussing. The first 

one is that there is still a significant difference in the VADER compound scores of second higher-

income African households (EMMs=1277) than highest-income Asian households (EMMs=1651), 

p = 0.001. In addition, highest-income Asian families receive significantly more positive 

annotations than the lowest-income households in the 

Americas (EMMs=1393), p = 0.01. 
 

We analyzed annotation behavior to see if individual annotation preferences/biases existed and 

found no cases where certain annotators preferred to use negative annotations. Also, we performed 

some Spearman’s rank correlation tests and discovered no relationship between annotator 

demographics and the number of positive and the number of negative annotations they provide, 

with all p values > 0.05. 
 

Post-annotation questions. After completing the annotation task, annotators were asked to answer 

four follow up questions for each video they annotated. The first two questions required annotators 

to estimate the geographic location and economic status of the households depicted in the videos. 

Due to the fact that annotators could not directly observe these two variables, they could only 

respond to questions based on their perceptions of the information displayed in the video. Cohen’s 

Kappa was used in our study as a measure of agreement between ground truth data and annotators’ 

inference for the region and income level of family in the video. According to Cohen’s k = 0.257, 

there is only a fair agreement between annotators’ guesses and actual answers to the first question 

about where the family lives. Nonetheless, we discover an intriguing phenomenon. Table 4.5.6.  

shows that low-income families have a higher kappa value than high-income families. When 
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running agreement tests for region question across videos with the diverse income level, Lower-

income families (k = 0.305) and Lower-Middle income families (k = 0.348) have higher kappa 

values than Upper-Middle income families (k = 0.2) and Upper income families (k = 0.176). This 

result implies that annotators can better guess the region when confronted with a low-income family 

in the video, but are less accurate if the video is from a high-income region. Compared to the first 

question, the agreement between annotators’ guessed and true answers for income levels is even 

lower, with Cohen’s k = 0.139. Cohen’s k agreement rates between annotator guesses and actual 

income levels for videos from various regions are displayed in Table 4.5.7. In the footage from 

Africa, we found that annotators obtained the lowest kappa rate (k = 0.095) for income levels, while 

in the video from the Americas, annotators obtained the highest kappa rate (k = 0.229). The final 

two follow-up questions asked annotators to rate the video’s suitability for inclusion in Google 

search results and public service announcements on a five-point Likert scale ranging from ‘1: Not 

at all’ to ‘5: Totally’. Table 4.5.8. and Table 4.5.9.  present the results for those two questions. We 

discover that as the income level of the households featured in the videos increases, these videos 

are more likely to be deemed appropriate by annotators. Additionally, videos from various regions 

receive varying ratings. For instance, African videos receive lower average ratings than videos from 

other regions. Two ART ANOVA tests showed statistically significant effects of region and income 

level on the video on annotators’ answers to these two questions. The main effect of the region on 

the public announcement had a p-value of 0.02 and all other p < 0.0005. 
 

 
Figure 4.5.6. Cohen’s k agreement rates between ground truth and annotators’ inferred answers for region questions 

across videos with the diverse income level. 

 

 
Figure 4.5.7. Cohen’s k agreement rates between ground truth and annotators’ inferred answers for income level 

questions across videos with the diverse region.  

 

 
Figure 2.5.8. Annotators’ perspective on the suitability of the video to appear in Web search results (average on a 1-5 

scale).  

 



DESCANT – Project no EXCELLENCE/0918/0086                                                                     

 

  

38 

 
Figure 4.5.9. Annotators’ perspective on the suitability of the video to appear in public service announcement (average 

on a 1-5 scale).   

 

For each main effect, all pairwise comparisons with Tukey adjustment were conducted. The post-

hoc test for the region on the suitability of the video to appear in google search results revealed that 

videos from Africa (EMMs=488) received statistically significantly lower EMMs than videos from 

Europe (EMMs=658, p < 0.0005) and the Americas (EMMs=568, p = 0.017), while videos from 

Europe received statistically significantly more EMMs than videos from Asia (EMMs=529, p < 

0.0005) and the Americas (p = 0.005). In terms of income, videos from low-income households 

(EMMs=491) received statistically significantly lower ratings for search results than videos from 

upper-middle-income households (EMMs=573, p = 0.014) and upper-income households 

(EMMs=635, p < 0.0005). Additionally, videos from lower-middle-income households 

(EMMs=491) received statistically significantly lower ratings than those from upper-income 

households (p = 0.005). Moving on to the question of the video’s suitability for inclusion in a public 

service announcement, a post-hoc analysis for the region revealed that videos from Africa 

(EMMs=525) received statistically significantly fewer EMMs than videos from Europe 

(EMMs=607, p = 0.016). As demonstrated by the post-hoc test for income level, there were 

statistically significant differences in ratings between videos from low-income (EMMs=475) and 

upper-middle-income households (EMMs=582), p < 0.0005, between videos from low-income and 

upper-income households (EMMs=645), p < 0.0005, between videos from lower middle-income 

households (EMMs=582) and upper-income households, p = 0.001. Moreover, the interaction 

effect between the region and income level did not significantly affect the suitability for inclusion 

in Google search results and public announcements, with p-values of 0.85 and 0.48, respectively. 
 

In the first two questions, we discovered that some annotators may have misclassified some videos 

region and income level. Table 5.4.10 and Table 5.4.11 show rating scores grouped by annotators 

who guessed region and income level correctly and incorrectly. We observe that annotators who 

correctly guessed the video region gave lower scores than those who incorrectly guessed the region 

for videos from Africa and Asia. In contrast, for videos from Europe and the Americas, annotators 

who correctly guessed the video region tended to give higher scores than annotators who incorrectly 

guessed the region. We used Mann-Whitney U tests to determine if there were significant 
differences. For videos from African households, annotators who correctly guessed the region 

(mean rank = 125.16, 120.05) would provide statistically significantly lower scores than incorrectly 
guessed annotators (mean rank = 160.36, 166.98) on the questions about search results or public 

announcement suitability, U = 7215, z = −3.74,p < 0.0005 and U = 6407.5, z = −4.925,p < 0.0005, 

respectively. Furthermore, this significant difference was also present in videos from the American 

continent. On the question about public announcements, annotators who correctly guessed the 

region of the video (mean rank = 149.28) scored video suitability statistically significantly higher 

than annotators who incorrectly guessed the region (mean rank = 127.13),U = 10864, z = 2.311,p 

= 0.021. 
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Figure 5.4.10. Annotators who guess region correctly (GRC) and Annotators who guess region wrongly (GRW). Results 

show their respective (average on a 1-5 scale) on the suitability of the video from regions to appear in (a) Web search 

results and (b) a public service announcement.  

 

 
Figure 5.4.11. Annotators who guess income level correctly (GIC) and Annotators who guess income level wrongly 

(GIW). Results show their respective (average on a 1-5 scale) on the suitability of the video from four income levels to 

appear in (a) Web search results and (b) a public service announcement.  

 

Furthermore, we discovered that annotators who correctly guessed the income level for videos from 

the lowest income level tended to give lower suitability scores than those who incorrectly guessed 

the income level. Annotators who correctly guessed the income level for videos from the highest 

income level bracket tended to give higher scores than those who incorrectly guessed the income 

level. The Mann-Whitney U tests showed that the difference described above was significant in 

questions about search results and public announcements, except for videos from the lower-middle 

class. For the videos from the lower-middle class, correctly guessing annotators (mean rank = 

121.77, 120.91) provided statistically significantly lower scores than incorrectly guessing 

annotators (mean rank = 162.75, 163.76), U = 6880.5, z = −4.361, p < 0.0005 and U = 6751, z = 

−4.517, p < 0.0005, respectively. Correctly guessing annotators (mean rank = 154.08, 159.6) 

provided significantly higher scores than incorrectly guessing annotators (mean rank = 134.17, 

131.6) for videos from the upper-middle class, U = 9708, z = 2, p = 0.045 and U = 10199, z = 2.783, 

p = 0.005, respectively. For the videos from the Upper class, correctly guessing annotators (mean 

rank = 181.69, 171.95) provided statistically significantly higher scores than incorrectly guessing 

annotators (mean rank = 131.76, 133.83), U = 7678, z = 4.099, p < 0.0005 and U = 7200.5, z = 

3.126, p = 0.002, respectively. 
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Discussion. We observed evidence of bias based on region and income level when we conducted a 

sentiment analysis of abstract annotations generated by crowdsourced annotators (RQ3). First, 

videos depicting low-income households were more likely to receive negative annotations, whereas 

videos with higher-income families received more positive annotations. The highest-income 

households received significantly fewer negative annotations than the lowest-income households. 

Second, negative annotations were more prevalent for videos shot in Africa than in Asia. We also 

observed evidence of bias based on region and income level in our analysis of the results from the 

post-task questions (RQ4). To begin, annotators could not accurately guess the region and income 

level of the households in the video. This suggests that annotators’ choice of annotations is solely 

based on the information available in the video. Such judgments can lead to implicit bias rather 

than explicit bias. When annotators are confronted with low-income households in the video, they 

make more accurate guesses about their region than those with high-income. We noticed many low-

income households had videos where they washed their hands outdoors while high-income 

households mainly were inside so that the region may have been more apparent. Compared to other 

regions, annotators were less accurate in guessing families’ income levels for African videos, 

possibly due to subconscious stereotypes. By contrast, annotators were more accurate in guessing 

income levels of households in the Americas because our study participants were from the United 

States and cultural exposure likely plays a role. In addition, annotators’ perspectives towards videos 

varied according to region and income level. Annotators deemed videos from higher income groups 

(Europe and the Americas) more appropriate for inclusion in search results and public service 

announcements as compared to videos from Africa and lower-income countries. This can be 

explained by the fact that high-income households might have more resources to follow hygiene 

guidelines, resulting in higher ratings. Also, as there is no “ground truth” annotation for each video 

in the final two questions, the higher ratings for high-income groups may not accurately reflect the 

level of bias of the annotators. Nevertheless, we can observe this bias by comparing the ratings of 

annotators who guessed the correct region and income with those who did not. In particular, 

annotators who failed to guess the video location gave higher suitability scores to videos from 

Africa and low-income levels, and lower scores when they guessed correctly. In addition, the 

phenomenon of videos receiving different ratings across regions and income levels can also be 

explained by the uneven representation of SES levels in search engines and public service 

announcements. 
 

There is a risk that the over-representation of Western and high-income populations and regions in 

crowd-generated annotations may perpetuate stereotypes about other countries or specific social 

groups in those countries. De Vries et al. employed six public object detection cloud services to 

determine household items in the Dollar Street dataset and showed that these cloud services are 

biased towards data from different income groups and geographic locations (De Vries, et al. 2019). 

High-income households benefit significantly more from these cloud services in terms of object 

classification accuracy than low-income families do. It also exists across regions, with, e.g., the 
Amazon Rekognition system being more accurate for household objects photographed in the United 

States than for objects photographed in other countries. These findings are consistent with the 

biases discovered in our study, implying that the biases observed in publicly available cloud 
services may be the result of pre-trained algorithms using similar human-generated annotations. 

The annotations’ biases are inherited by the algorithms. Therefore, the first step towards addressing 

these biases in public cloud services is to minimise their presence during the annotation phase. 
 

5.5. Conclusions 
To answer our research questions, we conducted a controlled user study using crowdsourcing, in 

which US participants are asked to annotate SES-diverse content. Our findings indicate the 

following. RQ1: In line with previous research, we discovered that general/Who (e.g., “plate”), 

general/What (e.g., “use soap”) and abstract/ What (e.g., “neat”) were the most frequently used 
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annotation types. We discuss the application of these various types of annotations and demonstrate 

several strategies for encouraging users to provide a variety of annotations. RQ2: The order in 

which annotators enter annotations influences the type of annotations. We observe a statistically 

significant negative correlation between the order of annotations and the number of general 

descriptive annotations and a statistically significant positive correlation with the number of 

abstract annotations and subjectivity. Second, the number of videos from particular SESs correlated 

with the distinct annotation types. High-income households received more descriptive annotations 

for actions, and videos from households I the Americas received significantly more subjective 

annotations than videos from Asian households. RQ3: We observe regional and income-level biases 

when performing sentiment analysis on crowdsourced annotator-generated abstract annotations. 

Negative annotations are used more frequently for African videos than those from Asia. RQ4: We 

discovered bias in the analysis of the follow-up questions based on region and income level. 

Annotators determined that videos from higher-income groups (i.e., Europe and the Americas) were 

more appropriate for search results and public service announcements. When designing data 

annotation tasks, it is important to consider these findings to ensure a more diverse and less-biased 

set of annotations. For example, it would be useful not only to conceal metadata such as content 

location, but also to collect information about annotators’ awareness of such metadata to then take 

this into account during annotation post-processing. One limitation of our study is that the results 

are based on annotators from the United States. In future research, we can take the location of the 

annotators into account to conduct a more comprehensive investigation. For example, we found 

that annotators considered videos from the Americas and Europe more appropriate for inclusion in 

search results or public service announcements than videos from Africa. However, it is not entirely 

clear how much of this was biased, so it would be interesting to compare them with annotations 

obtained from annotators based in other locations. 

 

6. Cultural and geographical worker bias 
 

6.1 Summary of Experimental Results 
 

Main Experimental Parameters  

Bias Explored: Cultural and geographical worker bias when creating COVID-19 

relevant datasets.  

Media artefact: Text, presentation of situational/conditional story/scenario 

Crowdsourcing platform:  Clickworkers 

HIT main characteristic: Collection of image search queries 

Worker main characteristic: Italy, Spain, Great Britain & Germany residence  

Bias identification method: Result analysis with thematic categorization  

 

In this set of experiments, we take a different approach than the others described in this deliverable 

and instead of presenting a media artefact to the crowdworker, we have created a HIT that prompts 

the worker to provide information that can generate a media artefact. In particular, we ask workers 

to provide us with image search queries according to two situational scenarios. We ask 

crowdworkers across four regions of Europe that were severely affected by the first wave of 

pandemic, to provide us with image search queries related to COVID-19 pandemic. The goal of 

this study is to understand the similarities/differences of the aspects that are most important to users 

across different locations regarding the first wave of the COVID-19 pandemic. The idea behind 
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this HIT is that the COVID-19 pandemic has generated an enormous amount of information and 

populated the Web with new content relevant to the pandemic and its implications. Considering the 

above and in combination with the fact that visual information such as images has been shown to 

be crucial in the context of scientific communication, we look into the bias of image search queries 

generated by the workers.  

 

In the subsections below we include some additional information10 supporting our main results as 

we described them above.  

 

6.2 General Objectives/ Motivation  
 

The COVID-19 pandemic is proving to have a high impact on people’s feelings and behavior. 

People may be suffering from confusion, isolation, and feelings of insecurity (Pfefferbaum and 

North 2020). Researchers are citing large-scale problems such as alcohol and drug abuse (Clay and 
Parker 2020) as well as increased levels of anxiety and sleep disturbances (Sher 2020). Given these 

stresses, it is not surprising that users’ COVID-19 related concerns and worries are revealed on 

what we search for online. Studies have exploited data from Google Trends to identify the most 

frequent queries during pandemic, examining how search behaviour relates to the epidemic trends 

using an infodemiology approach (Walker, Hopkins and Surda 2020), (Sousa-Pinto, et al. 2020) 

(Aquino-Canchari, Chávez-Bustamante and Caira-Chuquineyra 2020). For instance, Canchari et al. 

(Aquino-Canchari, Chávez-Bustamante and Caira-Chuquineyra 2020) used Trends data from 

searches related to the coronavirus disease during the period of January to May 2020 and identified 

that “coronavirus" was the most frequent search term, followed by “fever,” “sore throat,” and 

“cough.” In addition, they found that specific queries such as “covid spread,” “face masks,” “stay 

home,” were related to the increased severity of the pandemic during that period. Using a similar 

approach, other works (Walker, Hopkins and Surda 2020), (Higgins, et al. 2020), (Cousins, et al. 

2020) utilising both Google Trends and Baidu Index, found out that terms relating to shortness of 

breath, headache, chest pain and loss of smell correlated with rates of confirmed cases and deaths. 

Another study investigated aspects influencing the use of specific queries (Sousa-Pinto, et al. 2020). 

Whilst they found that the term "coronavirus" was used frequently throughout the pandemic, the 

use of some queries was found to be influenced by media coverage. E.g., queries such as “ageusia” 

(loss of taste) and “anosmia” (loss of smell) were only found in the search trends once they have 

been reported as COVID-19 symptoms by the media. Our focus is not on conducting an 

infodemiology study, but rather, we aim to understand the similarities as well as the differences, in 

terms of the important aspects of the pandemic that users in different geographical locations search 

for in web image search engines. We focus on image search, as a key mechanism for the public to 

find visual information sources about the COVID-19 pandemic which, without a doubt, shall 

remain an important event in our collective memory. Recently (Paramita, et al. 2021), we have 

explored variations in what users “see" concerning the pandemic through Google image search 

using a two-step approach. The first step was to crowdsource a search task to collect image search 

queries concerning COVID-19 by inviting participants from four severely affected countries in 

Europe during the first wave of pandemic (Great Britain (GB), Germany (DE), Spain (ES) and Italy 

(IT)). In the second step, we used the image search queries collected from the crowdsourcing task 

to analyze three sources of variation - users’ information needs, their geo-locations, and query 

language - and study their influences on the similarity of Google image search results. In this 

deliverable we focus on the first step, i.e., to provide a detailed description of the crowdsourcing 

task and analyse the collected data. Our main is to address the following research question:  

RQ. How similar or dissimilar are the image search queries of people across regions regarding the 

first wave of the COVID-19 pandemic? 

 
10 Part of the information included in Subsections 6.2 - 6.5  is quoted from our published work appearing in proceedings of  the 14th 

ACM Web Science Conference 2022.   
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Exploring this research question we will explore the unconscious bias introduced into the 

crowdsourced data due to the workers’ region of residence.  

6.3 Data Collection & HIT  
 

The first step of our methodology is to collect the search queries using a crowdsourcing platform 

with a large pool of workers established in Europe. The Clickworker2 platform advertises an 

attractive population of workers, with 30% being located in Europe. Additionally, it features a 

function for pre-selecting eligible workers based on the country of residence and gender. To test 

the platform’s claims and whether we could achieve the desirable distribution of demographic 

characteristics in the sample, we performed a test run targeting the four countries. Through this 

process, we also estimated the time required to complete the task, which was ten minutes.  

 

Following the recommendation of the Clickworker platform we rewarded workers with 1.60 per 

completed task according to the above estimation. We then executed four crowdsourcing 
“campaigns,” one for each target country, in which we sought responses from 50 men and 50 

women, for a total of 400 participants. Our task was set up as a questionnaire using the template 

provided by the platform. The task, described in detail below, was presented in English to workers 

across the four countries, to ensure uniformity. However, workers were encouraged to complete the 

task in the language that they usually search the Web and we asked them to state explicitly the 

language of their queries. This decision has not affected to a large degree the language in which 

crowdworkers reported their queries. We received 26.9% English queries from Germany, 18.9% 

from Spain and 14.6% from Italy. It is also important to consider that participants who are foreign 

residents of a given country might have replied in their native language. Since the goal of this study 

is to understand the similarities/differences of the image search queries that people across different 

locations search regarding the first wave of the pandemic, we ran the crowdsourcing tasks during 

mid-September 2020. The participants were provided with two prompts, and asked to provide three 

search queries (of up to five words per query) in response to each prompt. They were also told that 

“you may test your queries in Google Image Search if you wish to check the images retrieved for a 

given query." Although we did not require this check, it was encouraged to promote quality 

responses. The two prompts were as follows:  

 

Prompt 1. The number of photo documentaries that exist depicting the historic pandemic of 1918 

is limited. We want to record the Covid-19 pandemic through a photo documentary. Please provide 

us with three image search queries to search the Web and collect relevant images documenting the 

current pandemic, and its various dimensions / aspects.  

Prompt 2. We want to record the habits that people developed during the Covid-19 lockdown 

through a photo documentary. Please provide us with three image search queries to search the Web 

and collect relevant images documenting these habits. You may include examples of both 

“beneficial" as well as “harmful" habits.  

 

6.4 Data Processing  
 

After collecting the queries, we follow three data processing steps: i) cleaning of the collected 

queries (Data Cleaning), ii) categorization of the queries into thematic categories (Data 
Categorization) and iii) aggregation of the queries into similarity groups (i.e., representative 

queries) (Data Aggregation), as detailed in the following subsections.  

Data Cleaning  

As in similar crowdsourcing tasks, we face the issue of the quality [10] of the collected results. In 

this respect, we conducted one mitigation method and two auditing methods to help us ensure the 
quality of the queries, i.e., that the queries used throughout the work are of quality in terms of 
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matching the task requirements and the conceptual requirements of this work (i.e., are as realistic 

as possible).  

As a mitigation method to remove spam, we removed any participant responses that had an overall 

low quality (i.e., in all six required queries). In the context of our task, low quality responses are 

ones that provided a link instead of a query, or a reply that is completely out of topic (i.e., ‘1918 

flu pandemic’). In total, we discarded 50 responses out of the original 400. This initial data cleaning 

still allowed us to maintain a fairly balanced dataset in terms of country and gender representation 

(see Table 1 for details), which was our initial objective (50 men and 50 women per country).  

Furthermore, to audit the dedication of the participants to the task [10], and verify that our payment 

was fair, we looked at the time it took each participant to respond to the task (i.e., task duration). 

For participants in our sample, the median task duration was 9.7 minutes and the most frequent task 

duration was 3.3 minutes. On the other hand, the duration of the discarded responses had a median 

task duration of 6.8 minutes and the most frequent task duration was 1 minute. Given the median 

of the discarded responses we have an additional indication that we fairly discarded those 

responses, as being low quality.  

Finally, as a last measure to audit the appropriateness of collected results compared to the objectives 

of this work, we asked participants to indicate how frequently they used the image search function. 

40% of participants self-reported that they used image search daily while 44% reported that they 

used it 1-3 times per week. Additionally, 25% of participants reported that image search was their 

principal source of information and for 73% of the participants it was their secondary source. These 

results show that participants are a representative sample of image search users, who frequently use 

image search as an essential source of information. For a detailed report on how participants per 

country use the image search function, see Figure 1 and Figure 2.  

The queries from both tasks were merged, and then cleaned and tokenized, creating a 

genderbalanced dataset for each of the four countries. Steps in the query cleaning were as follows: 

i) replacement of tab, newline and multiple space characters with a single space; ii) all text were 

converted to lower-case; iii) all the expressions referring to ‘covid’ e.g. ‘corona’ or ‘coronavirus’, 

were replaced with the word ‘covid’; iv) any URLs were removed. We identified all the unique 

queries collected from the participants in each country and computed the number of appearances 

for each unique query without considering any duplicates of the same user, i.e. frequency.  

 

Categorization of the queries  

Next, we aimed to categorise the queries in terms of the users’ information needs; thus, we 

performed a manual content analysis using an inductive approach. Devising appropriate categories 

for the queries is part of our methodology in order to answer our RQ. In other words, we created a 

base of comparison among the various queries received from crowdworkers across regions.  

Initially, three researchers examined the GB queries, discussing the topics expressed in them, until 

a consensus on six categories was reached. Next, two researchers analysed the remaining queries 

from the other locations (DE, ES and IT), involving a third researcher to resolve any disagreements. 

We were careful to consider whether or not additional categories might be needed, given that the 

six categories were defined through the analysis of the GB data; however, it was found that the 

taxonomy was applicable across the data from all regions. Each query was mapped onto one and 

only one category. The categories defined through the content analysis, are as follows:  

● Stay at home: Queries affirming or asking about habits or actions while in a stay-athome 

restriction or lockdown. These queries describe the habits developed due to the stay at 

home restriction. Also, it includes queries stating the impact of the pandemic to a 

person’s mental state and well-being. Examples: “covid zoom call”, “covid food 

delivery”.  

● Personal Protection: Queries asking or describing a personal protection instruction or 

measure during the pandemic. If the concept of the query can be interpreted as personal 

protection measure it is included here; thus, queries about equipment or accessories needed 
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are included as well. This category also hosts queries asking general questions about the 

“do’s and don’ts" during the pandemic. Examples: “face mask”, “hand washing”.  

● Healthcare: This category hosts queries relevant to the healthcare system, the way it was 

impacted, and the means/methods for identifying COVID-19. Examples: “covid vaccine”, 

“covid test centre”.  

● Pandemic General Information: General queries regarding the pandemic, e.g., how much 

it has spread in the world and queries asking for statistical facts. Includes queries asking 

about covid in certain geographical areas. Examples: “covid outbreak”, “covid in Italy”.  

● Society/Community Impact: Queries asking or describing the impact that the COVID- 19 

pandemic & measures had in the society and the different communities (i.e., at a collective 

level). This category includes general queries relevant to social phenomena in time and 

space that were not present before. Examples: “covid empty streets”,“covid NHS clap”.  

● Miscellaneous: This category is used for any queries that do not fall into any of the above 

and/or of which the meaning cannot be clearly interpreted. Examples: “1918 flu pandemic”, 

“5 edtech startup”. For the purpose of this study, we do not analyze the queries from this 

category.  

Aggregation of the queries  

After categorising the queries, we identified that some queries were very similar but contained 

differences in the word order, synonyms or including the word “covid”. Initially, we considered the 

queries collected from participants for each of the four countries independently. To produce a more 

robust analysis, for each category, we merged similar queries together if they contain: i) the same 

words but in different order; ii) synonyms; iii) the same words with “covid”, “image”, or “photo”. 

Queries that are sub-sets of each other, e.g., “covid hospital” and “covid nightingale hospital” were 

considered to be separate. From each merged group, we selected the most frequent query as the 

representative query, the frequency of which represents the total frequency of the queries in the 

group (see Table 2).  

 

As a further step, we merged the queries collected from all the four countries using the same 

aggregation procedure as before. In addition, we merged similar queries in different languages if 

they contained: i) the exact translation of the query, ii) synonyms, iii) the translation of the query 

in another language with the word: “covid", “image", or “photo". As in the first step of aggregation, 

from each merged group, we selected one representative query, the frequency of which represents 

the total frequency of the queries in the group (see Table 3).  

 

6.5 Analysis of the Collected Queries  
 

Here we address RQ – How similar or dissimilar are the image search queries of people across 

regions regarding the first wave of the COVID-19 pandemic? The queries collected from the 

participants were categorized into one of five thematic categories and then aggregated into 

similarity groups (i.e., representative queries), as detailed in Section 3.2. We compare the 

distributions of the thematic categories, as they are used across countries, considering the number 

of representative queries.  

The results presented in Figure 3 provide an overall comparison of the variety of queries collected 

from each country in each category by computing the percentage of representative queries for each 

category over the total number of representative queries per country (Table 4). Before going into 

the analysis of the results, we performed a chi-square test of independence to examine the relation 

between the categories and the country of residence for the set of representative queries. The 
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relation between these variables was significant, 𝑋2(15, 1223) = 24.0308, and 𝑝 = 0.02. For this 

reason, we have a closer look to this relationship. 
 
 In the Stay at Home category, the crowdworkers in Spain provided the highest percentage of 

representative queries which means that they provided diverse topics of queries in this category, in 

contrast to the Italian crowdworkers who reported the lowest variety. The German participants 

reported 4.6% less representative queries compared to the Spanish sample, where as the Great 

Britain sample had the second highest percentage of representative queries. Considering the 

Personal Protection theme, we notice that the German sample reported the lowest percentage of 

representative queries, thus the highest similarity of queries while the GB sample had the opposite 

behaviour, having the most diverse queries. 

 
 In contrast to the rest of the categories, in the Healthcare theme, the GB crowdworkers reported 

less representative queries than in other categories. On the other hand, Italian crowdworkers 

submitted the highest percentage of representative queries in this category which can be justified 

by the fact that the Italian population had a larger time of exposure than in other countries to the 

pandemic during the time of the study, and this is reflected in at least in the Healthcare category 

that includes queries relevant to hospitals, symptoms, etc.  

 
Regarding the Pandemic General Information category, German crowdworkers have a much larger 

percentage of representative queries (i.e., lowest similarity), at least 6.2% more compared to the 

rest of the countries. This is the largest difference of representative queries among countries over 

all the categories. It appears that German crowdworkers are “preoccupied” with various general 

topics that relate to the pandemic and they have a more diverse way of expressing those queries 

compared to workers from other countries. Moreover, the Italian and GB sample of queries have a 

very similar percentage of representative queries ranking second and third respectively, compared 

to the other countries.  

 
As per the Society Impact category, for every country, the percentage of representative queries is 

the highest among all the categories. This indicates that every sample of queries from each country 

has a higher focus on describing social phenomenon emerging from the pandemic or the subsequent 

effects of the measures to restrict the spread of the virus. Queries reported by the Spanish and 

German workers in this category have almost the same percentage of representative queries and the 

lowest among all countries regarding Society Impact. The sample of queries received from GB on 

this category was the most diverse expanding to different topics (highest percentage of 

representative queries).  
 

6.6 Conclusions 
In this set of experiments, we collect image search queries through crowdsourcing to find out what 

kind of visual information do users search for on the web during the first wave of COVID-19 
pandemic. This allows us to have access to a diverse set of people with “web literacy” and collect 

a wide range of queries of diverse topics, that we wouldn’t have the possibility to identify only by 

looking at popular COVID-19 queries. Using content analysis, we created a taxonomy of five 

common themes for categorising all user queries from four locations. We found clear evidence that, 

although participants’ queries related to five common themes, the frequencies with which people 

mentioned particular themes, and the extent to which there was a rich variety of queries within a 

theme, varied by their country of residence. This is, of course, a reflection of experiences, given 

that the pandemic has played out very differently across regions, even within Europe. As concrete 

evidence, Italian participants, whose country has been the most severely affected during the first 

wave of COVID-19, had the largest number of Healthcare queries, as well as the richest vocabulary 
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of such queries. However, one commonality across regions, was that participants’ queries often 

focused on Social Impact, or new social phenomena experienced by all of us and less on healthcare.  
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